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Abstract

Efhicient methods for regular string matching are well known, while the problem of

regular string transduction (rewriting) is less explored. We introduce ordered finite —
action transducers (OFAT), building on the theory of streaming string transducers
(SST) to produce an efficient two-phase transducer with good streaming behavior,
that allows for execution of arbltrarlly complex actions along the parsed path. We
describe Kleenex, a programming language for expressing string transductions, a
introduce a formalization to an OFAT with a limited subset of actions for which
we can prove a worst case linear transduction time for fixed size automata. We
also describe repg, an implementation of the Kleenex language, and its compilati
process. In use cases we achieve good performance ¢haracteristics compared to both
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Chapter 1

Introduction

Regular expressions are widely used for practical programming: they provide a
convenient and succinct way of extracting data from a wide variety of structured (or
even less structured) text. Compilation methods that allow for regular expressions
to be compiled down to efficient deterministic finite automata are well known, and
theoretically well founded. In spite of this implementations often make use of less
efficient methods like backtracking, giving a worst case exponential running time.

Why are less efficient methods used in practice? One possible answer is that pure
regular expressions simply are not expressive enough for the problems people want
to use them for in practice. Instead of rethinking them from the ground up, many
implementations choose to add new functionality. Features like backreferences
increase the expressiveness, but leaves the theory behind. These features are popular
nonetheless, as they increase the expressiveness, allowing people to solve more of
their problems.

[haskell]
compiler=ghc
flags=

[c]

flags=-Wall -03
compiler=gcc

Figure 1.1: Example of an INI-file.

Even so, these implementations still hit limitations that are not theoretically
necessary. Often problems are tackled on a line-by-line basis, even if the problem
could be tackled in a single expression. Take the problem of parsing an INI file.
For those unfamiliar with the format, an example can be seen in Figure 1.1. The
INT file format is inherently regular: it has a number of sections, each containing a
header, followed by a number of key-value pairs. In essence, this format should be
able to be parsed by the regular expression ([.+?]\n(.*?=.%?\n)=)*. In practice,
the problem would not be tackled that way. Instead, one would go line by line,
essentially programming a state machine that works on lines, making use of regular
expressions to parse each line.!

IThis is the point at which the actor in the infomercial would say: “There has got to be a better
»
way!
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Section: haskell
Key: compiler

Value: ghc
Key: flags
main := (header keyvaluex)sx Value:
Section: ¢
header = ~/\[/ "Section: " /[™\nl+/ ~/1/ /\n/ Key: flags
keyvalue := key ~/=/ value ~/\n/ Value: -Wall -03
Key: compiler
key :=" Key: " /["\n]+/ "\n" Value: gcc
value := " Value: " /["\n]*x/ "\n"
(a) Kleenex program for parsing INI files (b) Example output

Figure 1.2: An example of a simple INI parser written in Kleenex.

main := (header keyvaluex output)x
header := ~/\[/ header@/["\nl+/ ~/1/ ~/\n/
keyvalue := ~/compiler=/ compiler@/["\n]+/ ~/\n/

| ~/flags=/ flags@/[~\n]*/ ~/\n/

output := "To compile " 'header " run: "
Icompiler " " !flags "\n"

(a) Processing compiler configurations with Kleenex.

To compile haskell run: ghc
To compile ¢ run: gcc -Wall -03

(b) The output on our example INL

Figure 1.3: An example of a more complex INI transformation written in Kleenex.

This thesis is about the new programming language Kleenex, a domain specific
programming language that is

Fast : Kleenex is built on solid theory that allows us to do efficient (i.e. linear time
in the size of the input) regular rewriting of text.

Expressive : Going beyond pure regular expressions, it allows for complex rewrit-
ing that would be hard to express even in extended regular expression engines.

Pleasant to use : This is rather subjective, but we have found it quite easy and
pleasant to express some rather complex text transformations compared to
our experience with other tools.

To demonstrate, Figure 1.2 shows a program that parses simple INI files, and the
output produced from evaluating it on Figure 1.1.

While short and elegant, the example can get more interesting. The program
shown preserves the order and structure of the input, but we can do more than that.
Through what we call “actions”, we allow for data to be stored in registers as the
matching is going on, allowing for more complex rewriting as shown in Figure 1.3
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In this thesis we will give the theoretical background for Kleenex, as well as an
understanding of the implementation, possibilities and limitations the language has
to offer.

Overview

In Chapter 2 we present an introduction to transducers, focusing on the compilation
of ordered finite state transducers (OFT) into deterministic streaming string trans-
ducers (SST), guaranteeing linear time transductions for fixed size automata. We
also introduce the notion of an ordered finite action transducer (OFAT), a model
that lets us extend the transductions to non-rational relations.

In Chapter 3 we present Kleenex, a declarative language and expressive language
for string rewriting, with clear semantics for the handling of ambiguity. Further-
more, we define the semantics of the language based on the OFAT computational
model, and prove linear worst case time complexity.

In Chapter 4 we present repg, a compiler for the Kleenex language that compiles
the language to either an SST or a pair of sibling transducers derived from an OFAT.
Additionally, we present several optimizations in the compilation process.

In Chapter 5 we present benchmarks that document consistently high perfor-
mance in many different use cases. In addition we present a number of more complex
programs, demonstrating the expressivity of the language.

Our contributions

This project was done as a part of, and in collaboration with, the Kleene Meets
Church (KMC) research project at the University of Copenhagen. As a result of this,
our results build heavily on their theory of efficient transductions using streaming
string transducers, and their implementation of repg.

Our contributions to the project are the design and implementation of pipelines
and actions in the language, an alternative formalization of Kleenex in terms of our
OFAT model, a time bound for the full Kleenex language, the exploration of use
cases for Kleenex, and benchmarks against regular expression matching tools. We
also contributed optimizations targeting both the compile time and code generation,
bug fixes, testing and tool-building for the project.

During the project we have also co-authored a paper[?], currently undergoing
review for the 2016 Symposium on Principles of Programming Languages (POPL),
covering the same topic as our thesis. The paper is attached as an appendix to the
thesis.



Chapter 2

Preliminaries

2.1 Regular expressions

At the foundation of our thesis is the concept of a regular expression. A regular
expression can be seen as a succinct way of describing a (potentially infinite) set of
strings.

An example is the set of strings over {a, b, ¢} that start with an a and is followed
either by 2 bs or by any number of cs. abb, accccc and a all belong to this set,
but abbb and abc do not. To describe this set, we would use the regular expression
a(bb|c*). Here c¢* uses the Kleene star, which represents O or more repetitions of
the ¢ contained within.

Definition 1 (Regular expression[3]). We say that E belongs to RE(X), the regular
expressions over an alphabet X if E has one of the following forms:

1. E=1,

2. E=a,foraey,

3. E = FE1Es, for E1,Es € RE(Y),
4. E = E\|Es, for Ey, Es € RE(Y),

5. E = B}, for E, € RE(Y).

The standard interpretation of a regular expression £ € RE(X) is a set of strings,
L(E) C 2*, called the langnage of the regular expression. The definition of L is
shown in Table 2.1.

Name E L(E)
One 1 {e}
Literal a {a}

Concatenation | F1Fy | {s152|s1 € L(E1),s2 € L(Es)}
Alternation Ey|Ey | L(Ey) U L(E9)
Kleene star E* {e} U U,—, L(E™)

Table 2.1: The operations on regular expressions and their standard interpretation
on sets of strings. Here E™ means E concatenated with itself n times.

11
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Commonly an extended shorthand syntax is used, which we call the extended
regular expression syntax. The translation of these extended operations can be seen
in Table 2.2.

Egat T(EEact)

E E, where E € RE(Y)
Bt T(E)T(E)*

E T(E) |1

n times

E{,m} | T(E"NT(E")...T(E")

m times

Bin,} | T(EPT(E):

E{n,m} | T(E{n})T(E{,k}), where k =m —n

[ab] (@]b]c)

a—2 | (alblel...ly]2)

. (dot) (o |x1| ... | xn), where {zg,..., 2} =3

[*abc] (o |x1]|...|zn), where {zg,...,2,} =2\ {a,b,c}

Table 2.2: The extended regular expression syntactical elements, and their transla-
tion, T, to basic regular expressions.

We say that the language of a regular expression is regular. Note that not all
subsets of 2* are regular. An example of this is the set {a”b™ | n € N} which is not
regular, but context-free, a larger class.[3]

2.2 Finite automata

A common problem one wishes to solve in regards to regular expressions is the
acceptance problem, i.e. determining whether a string belongs to the language of a
given expression. The theory behind this problem is well-explored, and the problem
is commonly solved by compiling the regular expression into a non-deterministic
[finite antomaton (NFA) using Thompson’s Construction.[3, 4, 5]

An NFA is simply a state machine: you have a number of states, each of which
has a number of transitions to other states. Each of these transitions is marked with
a symbol, representing a symbol you read from the input, or an € representing the
empty string. Starting in the initial state, the machine accepts a string if there exists
a path you can follow to the final state, such that the concatenation of symbols along
the edges match the input string.

Definition 2 (Nondeterministic finite automaton). Let ¥ be a finite input alphabet.
We then define a nondeterministic finite antomaton (NFA) over ¥ to be a struc-
ture, N = (Q,q~, ¢/, E), where

® () is a finite set of states,
® ¢ c Q is the initial state,
e ¢/ € Q is the final state,

e F CQx (X U{e}) xQ is the transition relation
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We understand (g, s, ¢’) to be in E if you can transition from ¢ to ¢’ by reading
symbol s. Furthermore, we say that Simy : ¥* — 2 is a simulation of N, if
Simys(s) = 1 precisely when A accepts s.

The non-determinism of this machine lies in the E-relation: it is possible that
there are two transitions for the next symbol or a transition along an e-edge which
consumes no input. This nondeterminism can make simulation of an NFA slow,
and it can therefore be favorable to determinize the machine into a deterministic
finite automaton (DFA).

Definition 3 (Deterministic finite automaton[3]). Let X be a finite input alphabet.
We then define a deterministic finite antomaton (DFA) over ¥ to be a structure,
N =(Q,q™, F, E), where

® () is a finite set of states,

g~ € Q is the initial state,

F C Q is the set of final states,

E : Q x X — Q is the transition function

A DFA is an NFA where each state has precisely one outgoing transition for
each symbol, and none for €.

It is possible to determinize any NFA into an equivalent DFA using a method
known as the subset construction[6]. In essence, a DFA is built where each state
in the resulting DFA corresponds to the set of NFA states that are simultaneously
possible.

Such an automaton can perform acceptance testing for a regular language in
linear time by consuming a symbol on each transition. This efliciency in time
complexity comes at a cost, as the resulting machines can grow exponentially in
their number of states.

2.3 Ordered finite transducers

In practice, we are often interested in more than acceptance testing, namely to
perform text rewriting (so called transductions). In order to accomplish this, we
need the concept of a nondeterministic finite state transducer (NFST)[7].

To provide some intuition, we can liken an NFST to an NFA. The only differ-
ence between the two types of automaton is that, on each transition, an NFST is
able to both read and output a symbol, where an NFA can only read symbols.

Definition 4 (Nondeterministic finite state transducer). Let ¥ and I' be two given
finite input and output alphabets.

We then define a nondeterministic finite state transducer (NFST) over X, T to be
astructure, T = (Q,q, ¢, E), where

® () is a finite set of states,
® ¢— c Q is the initial state,
e ¢/ € Q is the final state,

* E C Qx(XU{e})x (T U{e}) x Q is the transition relation.
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Figure 2.1: Example of an NFST which takes a sequence of 0 or more as, followed
by 0 or more bs, and swaps each a for a b and vice versa.

e/b

Figure 2.2: Example of an NFST whose transduction is not single-valued. For the
input aaaaa it may produce an output of either ab or ba.

We understand (g, s, t, ¢') to be in E if you can transition from g to ¢’ by reading
symbol s and outputting ¢.

Figure 2.1 shows an example of such a transducer.

The addition of an output to an NFA has an important consequence: the result
is no longer guaranteed to be single-valued, meaning that an NFST may have several
valid transductions for any one input. An example illustrating this is given in
Figure 2.2. The intuition is that while multiple paths may lead to an accepting state
in an NFA, the precise path does not affect the end result. For NFSTs the path is
key, since it determines the transduced output.

Similarly to the correspondence between NFAs and regular languages described
above, NFSTs have a correspondence to the rational relations. The rational relations
are a natural extension of regularity, and both notions can be defined in terms of
rational subsets. A rational subset of a set S is a subset that can be constructed from
finite applications of union, product, and Kleene star on the singleton subsets of S.
The regular languages on X are precisely the rational subsets of ¥*, and similarly
the rational relations from ¥ to T are the rational subsets of ¥* x I'*[8].

In order to disambiguate the resulting transductions, we will extend the NFST
model by introducing an index on each edge leaving a state, a construction stemming
from a rejected version of [2]. This index indicates a preference for which edge to
take, and allows us to pick the successful transduction that is lexicographically least
as the canonical one.

This gives us an ordered finite transducer (OFT), which is defined as follows:
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e/b

Figure 2.3: Example of an OFT. Indices are omitted on deterministic edges.

Definition 5 (Ordered finite transducer). Let ¥ and I" be two finite input and
output alphabets.

We then define an ordered finite transducer (OFT) over X, T to be a structure,
T =(Q,q, ¢, E,n), where

® () is a finite set of states,
® = € Q is the initial state,
e ¢/ € Q is the final state,

® n € Ny is an upper bound for the indices,

e £ e @Qx{0,....,n}x (B U{e}) = (' U{e}) x Q is the indexed transition
relation, such that if (¢,i,¢) € dom(E), then fa € ¥ : (¢,i,a) € dom(E).

For brevity we will usually omit indices on edges that are deterministically
taken, since any index could be attributed to such an edge without affecting the
lexicographical order of possible candidate paths.

An OFT based on the ambiguous NFST from Figure 2.2 can be seen in Figure 2.3.
For this example we have chosen to prioritize the path transducing aaa into a over
the path transducing aa into b.

We can now define what we mean by lexicographical ordering of paths. By a
path in T, we mean a sequence of consecutive transitions in 7

i1:x1 /Y1 i2:22 /Y2 In T /Yn
q1 e qn

Here we use ¢ ﬂ) ¢’ to denote that E(q,7,x) = (y,¢).

We say that the path has index label iyis . . . iy, input label 125 . . . x,, and output
label y1ys ... Yn.

We say that a state ¢ is active on input s, if there exists a path from ¢~ to ¢
with input label s, and it contains no outgoing ¢ transitions. We say that a path can
transduce s € ¥* if it starts in ¢~, ends in ¢/, and has input label s. We say that a
path is problematic if it contains a non-empty loop with an empty input label. We
say that T transduces s to t € I'* (via path p) if

® p can transduce s,
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Figure 2.4: The path tree resulting from simulating the OFT in Figure 2.3 on the
input aaaa.

® p is not problematic,

e there exists no other non-problematic path p’ that can transduce s, such that
the index label of p’ is lexicographically smaller than that of p, and

e the output label of p is ¢.

Definition 6 (Functional semantics of OFTs). An OFT denotes a partial function
[T] : &* — T'*, such that (s, ¢) € [T] precisely if 7 transduces s to t.

We say that a Simy simulates 7T, if Simy = [T].
This provides a canonical transduction for any input that has multiple possible
paths through the transducer.

2.4 Path trees

OFTs resolve the problem of how to perform deterministic transductions of regular
languages. Where one problem is solved, another arises: how can we efficiently
simulate a nondeterministic OFT on deterministic hardware?

To address this problem, we will now describe a path tree [9]. A path tree is a
tree structure that captures the possible branching paths we can have followed while
evaluating an OFT on a given input. Our description differs from the cited one, in
that we do not restrict the trees to be binary.

Definition 7 (Path tree). Let T = (Q, ¢, ¢, E,n) be an OFT with input alphabet
Y, and let s € X*.

A path tree, PT (T, s) is a directed, ordered tree with nodes labeled by Q, edges
labeled by {0, ..., n}, such that:

® The leaves are precisely the active states in 7 on input s.

e The path from the root to a leaf, ¢, corresponds to the lexicographically least
path, p, from ¢~ to ¢, with each inner node in the tree corresponding to a
state at which a non-deterministic choice was made, and the edge following it
being labeled by the index label chosen by p.

As an example of this, consider the path tree in Figure 2.4, which results from
evaluating the OFT from Figure 2.3 on the string aaaa. Every branching node in
this tree corresponds to a nondeterministic choice in the evaluation of the OFT.
The number in a given leaf corresponds to the state of the OFT after making the
nondeterministic choices indicated by the path from the root to the given leaf. Le.,
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Figure 2.5: The pathtree from Figure 2.4, with valuations annotated on each node.

one possible path is picking the lower path (labelled 1), consuming aa, then picking
the upper path (labelled 0), consuming aa and ending up in state 3. This corresponds
to the state found by starting in the root of the path tree, picking 1, followed by
picking 0.

We define the index label of a node to be the concatenation of the edge labels
along the path from the root to the node.

When drawing a path tree we will always order the edges in ascending index
order. This allows us to transfer the lexicographical preference into the structure of
our tree: a leaf [1 has a lexicographically smaller index label than a leaf I3 if /5 is to
the left of I5, 1.e. I; comes before I3 in an in-order traversal of the tree.

To allow us to keep track of the transduced output produced along each of the
paths, we associate with each node a valuation, p : PT — I'*, where, if t/ is a node
in state s’, and ¢ is its parent in state s, then p(t') is the output label of the path
from s to s’. The reasoning behind keeping the valuation separate from the path
tree structure itself is explained in Section 2.5.

In Figure 2.5 an example of such a valuation is shown.

Simulating an OFT using path trees

A path tree captures the possible branching paths of execution when evaluating

an OFT on a specific input. This makes it a natural choice as a data structure for

simulating their execution. We will now outline how it can be used for this purpose.
The simulation can be broken into three steps:

1. Create an initial path tree for the input .

2. For each consumed input character, update the current path tree based on the
character.

3. When all characters have been consumed, determine if the transduction was
successful.

The initial path tree is created by evaluating the e-closure of ¢ ™.

To update the tree with a new input character we take each leaf in the path tree,
simulate the OFT from the associated state on the character, and replace the old leaf
with the resulting state. If a non-deterministic choice has to be made we introduce
it as a branch. Figure 2.6 shows such an update. We will call this stepping the tree
with the given symbol.
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(a) After simulation (b) Update finished

Figure 2.6: The update that takes place on Figure 2.4 if another a is consumed. (a)
Each leaf is stepped with an a, duplicate states are highlighted. (b) Duplicate states
are removed, keeping the leftmost one.

Figure 2.7: Continuing from Figure 2.6, we consume two more as. Observe how,
after 7 as, we know that a matching path must start by making a choice of 0.

In performing this stepping, we keep track of whether we encounter a final state
in the OFT. If we do, we annotate that the node is final, and associate with it the
output label of the path up till the final state.

If there are duplicate leaves after an update all but the leftmost one can be
eliminated, since this leaf has the lexicographically least index label. In addition to
limiting the number of leaves in the tree to at most one for each state in the OFT,
this also allows us to extract which nondeterministic choices have to be made as
soon as we know for certain.

In the path tree we built with the input aaaaaaa in Figure 2.7, we see that all
candidate paths start with a choice of 0. Thus we know with certainty that the OFT
must follow this particular branch up until the next point of nondeterminism. This
allows us to perform our transduction in a streaming fashion, understood in the
sense that an output action on the OFT is performed as soon as we are certain that
the edge with the output action will be visited.

It is worth noting, that we in our described algorithm follow e-transitions after
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Figure 2.8: Continuing from Figure 2.6, we demonstrate how deterministic states
can be removed, to make the resulting path tree smaller.

reading the input symbol. In the general case, e-transitions should be consumed
prior to consuming the input symbol, as it otherwise could result in a path tree
where continuing the transduction from an inner node is required, rather than just
from the leaves. For our uses, we ignore this problem, as we will only ever construct
OFTs where each node has only e-transitions, or only symbol transitions, and never
a mixture of the two.

Note that the pruning method above is not optimal in the sense of resolving the
choices at the earliest possible point. For instance, in Figure 2.6 both of the leaves
along the rightmost path can be pruned: 2 since the path 110 will always be inferior
to the 011 chosen in the 5 node, and 6 since 111 will always be inferior to the 00
chosen in the 3 node. This is because the input labels of the paths overlap in both
cases.

There exists an optimal pruning method [9], which allows for optimally streaming
simulation of an augmented NFA (aNFA), a model very similar to the OFT. The
key difference between the two methods is that of coverage, 1.e. which states can act
as possible replacements for a given state in the path tree. For instance, in Figure 2.3
states 3 and 6 both cover each other, since either state goes to state 0 if given an a.
Combining such a coverage relation with the pruning method based on index labels
results in optimally streaming behavior. Unfortunately, computing this coverage
relation for an aNFA is PSPACE-hard. The simpler pruning still produces good
streaming behavior, and is tractable to compute.

In order to minimize the size of the path tree, we can remove its deterministic
states, which are non-leaf nodes with only one child. In doing so, the valuation of
its sole child node becomes the concatenation of the two valuations. Such a removal
is illustrated in Figure 2.8. The index retained is the one from the parent, to ensure
preservation of the tree order. We will call such a tree a reduced path tree.

2.5 Streaming string transducers

Now that we have a method we can use to simulate an OFT, an obvious question
becomes whether we can perform this simulation more efficiently. Currently we
have to simulate each non-deterministic branch for each symbol we read. We would
like to avoid this if at all possible, and so we will look at the reasoning which leads
us to streaming string transducers as a better solution[?].

The first observation we make is that if we have two path trees with identical
branching structure and identical leaves, the path trees created from stepping an ad-
ditional input character on both will be identical as well. Therefore, we can hope to
“recycle” or precompute these branching structures in advance, thus determinizing

the OFT.
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The main problem is that the path trees, apart from their tree structure, also
carry the function p which associates a valuation with each node. We might have
two path trees with identical structure, but different valuations associated with the
nodes. Luckily, it turns out that the valuation of an updated path tree, p’, can be
described as a function of p. Furthermore, as the following theorem shows, we can
prove the update to be both copyless, such that no p(t) is used twice in defining p/,
and hierachical, such that p'(t) only depends on the values of p(t') where ¢’ are in
the subtree rooted in ¢.

Theorem 1. Let T be a path tree with valuation function p. Furthermore, let T' and p’
be the path tree and valuation function resulting from updating T with the consumption
ofa € X

Then it holds that

1. ForeachnodetinT, p'(t) = X1 X2 ... Xy, with each X; being p(t;) for some
node t; belonging ro the subtree rooted in t;_1, with ty = t, and c being a constant.

2. Foreach nodet in T, the value of p(t) is used in the definition of p'(t') for at most
onet'.

Sketch of proof. In an update, we have two phases that occur: First we do a simula-
tion of each leaf on the next input character. Secondly, we remove deterministic
nodes, collapsing their input and output edges. For each of these phases, we will
consider what change would take place in the valuation function.

For the first phase, observe first that any internal nodes remain unchanged. Let
us now look at a leaf, ¢, stepping from state s to s’. If this path has output label
y, we get that p/(t) = p(t)y. Finally, any newly introduced states will have their
valuation be the output label of the path from the parent to itself.

Based on this, we can convince ourselves that p’ will satisfy both of the above-
mentioned items.

Let us now consider the second phase. If no nodes are removed, no change
is made to the valuation. We will therefore consider the case where one node is
removed, and show that the resulting valuation retains the desired properties. If
more than one node is removed, we can consider it as a sequence of single removals,
and therefore only need to consider this one case.

Let p” be a valuation for which the desired properties holds, and ¢ be the deter-
ministic node we wish to remove, and ¢’ be its only child. In removing ¢, we set
p'(t") = p"(t)p"(t'), setting p’'(t) = €. No other valuation is changed. Since we
don’t introduce any new uses on p, and we know that the desired properties hold
for p”’, we can convince ourselves that they also hold for p'. O

Corollary 1. For the root node, t., p(te) is only ever appended to.

Proof- Since no other node has the root node in its subtree, any update must either
discard the value stored in p(t.), or append to it.

The only time a value is discarded, is when its node is pruned for not being on
any optimal paths. However, the root will always be on an optimal path, and is
therefore never pruned. O

With this in mind, we can now consider how to construct an automaton that
allows us solve the problem in a more efficient manner.
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Consider the idea of constructing a DFA with reduced path trees as the nodes,
and the edges reflecting how a path tree would transform on a given input. Having
such an automaton, it would be possible to simulate the underlying OFT in linear
time if we ignore the outputs.

Naturally we would first have to argue that the number of reachable path trees
is finite. However, this follows easily from the observations that:

¢ Each path tree only can contain a given state once as a leaf node.
e Each inner node in a reduced tree has to be branching.

¢ There are a finite number of labels that can be associated with each edge in
the tree.

This method of DFA construction is similar to the subset construction for NFAs.
There is one major difference, however: in preserving the relationship between the
active states, we can make use of a key piece of information from Theorem 1 to
expand the automaton to also include outputs: The valuation after an update can be
computed solely based on the current valuation.

Consider an augmentation of our machine model with a finite number of regis-
ters, each capable of holding a string in the output alphabet. In order to allow for
updates to these registers, we furthermore associate with each edge a set of register
updates, which compute the new register values based on the former ones.

If we, for each possible index label in all the possible reduced path trees, associate
a corresponding register, we can then use this register to keep track of the p-value of
the node at that index. With each edge, we associate an appropriate register update,
based on Theorem 1.

The final states are the reduced path trees containing a final state.

Such a machine has already been described in the literature as a streaming string
transducer, and we will now provide a formal definition of it.

Definition 8 (Streaming String Transducer[10]). Let ¥ and I be two given finite
input and output alphabets.

We then define a deterministic streaming string transducer (SST) over ¥ and I to
be a structure, S = (X, Q,q, F, 61, d2), where

e X is a finite set of register variables,

® (Q is a finite set of states,

q~ € Q is the initial state

F is a partial function, @ — (I' U X )* mapping each final state ¢ € dom(F’)
to a word F'(q) € (I' U X)*, such that each z € X occurs at most once in

F(q),
® §; is a transition function Q x ¥ — Q,

® 0, is a register update function @ x ¥ x X — (I' U X)*, such that for each
g € Q,a € ¥ and x € X, there is at most one y € X, such that x occurs in

62 (qv a, y)
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We say that an SST transduces s to t, if by starting in ¢~ and following the unique
path through the SST with index label s, you arrive at a state for which F is defined,
and where the concatenation of the registers given by F' produces t.

Definition 9 (Functional semantics of SSTs). An SST denotes a partial function
[S] : £* — T'*, such that (s, t) € [S] precisely if S transduces s to ¢.

We can now define the constituent parts formally, building on the above intu-
ition.

Consider an OFT, 7. We will now construct an equivalent SST as follows:

Let ¢~ be PT(T,e). Starting from ¢, let Q’ be the set of all reachable reduced
path trees. Let Q = Q' U {¢*}, where ¢ is the reject state.

Let X be the set of index labels used in any tree in Q’.

Let &1 be defined by (q, a,q’) € 1 if and only if the tree obtained from stepping
q with symbol a reduces to ¢/, or ¢ doesn’t step with symbol a and ¢’ = ¢*.

Let &4, be defined by (q,a, 2,21 ... x,c) if and only if stepping ¢ on symbol a
produces the valuation update p'(z) = p(z1)--- p(xn)c. Let da be 5, as well as
(q,a,x,¢) for any state-transitions that aren’t covered by d5.

Let F' be the smallest set, such that for any ¢ € Q' containing a node marked
final, (¢, o1 ... 2nc) € F, where c is the annotated value on the final marking,
and zg ...z, are the index labels of the nodes along the path from the root node
down to ¢, with z,, = q.

Definition 10 (OFT to SST determinization). Let 7 be an OFT,and ¢, Q, X, 01, 62
and F be defined as above.
We will call the SST S = (X, Q, ¢, F, 61, d2) the determinization of T.

We will call the register associated with the root node the output register, since
any data written to this register is guaranteed to be output.

Figure 2.9 shows an example of an OFT, and how the SST constructed from the
path trees on that OFT would look.

An SST constructed from an OFT in this fashion has some nice properties.
Firstly, since the output register is only ever concatenated to, it is possible to output
what is written to it in a streaming fashion.

Secondly, it’s possible to implement an SST, such that it takes linear time to
simulate, as shown in the following theorem.

Theorem 2. Let S be an SST constructed via our method from an OFT T.
S can be implemented such that the time complexity of evaluating S on a string s is
O(mn), where m the number of states in T, and n is the length of the string.

Proof. We can simulate the state machine itself in O(n), as it corresponds to a DFA,
so we will focus on the register updates.

If dynamic arrays with linear time concatenation are used for register operations,
and identity updates are omitted, the overall transduction will be O(nm) by the
following argument: if an output character is moved, it is always concatenated to a
register further up in the path tree. Since the reduced path trees of a given OFT have
a maximal height of m, it will at most take a m moves before the character is either
discarded or ends up in the output register. This means that all register updates in
total will take a maximum of O(mn) time, concluding the proof. O
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start

Figure 2.9: The figure at the top shows an OFT. The figure at the bottom shows
the SST that results from applying our determinization algorithm to it, with the
d5 register update shown on each edge, and F, the final output, emerging from the
bottom of each final state.

2.6 Symbolic automata

For practical uses in string matching, automata produced in the fashion mentioned
above will often end up containing bundles of similar transitions between states,
as the transducers we have described require a separate transition for each possible
input symbol. Thus, a transducer converting .*a to . b in an 8-bit alphabet would
require 256 different transitions, one for each possible value of “.”.

To avoid this, both the OFT and SST definitions above can be augmented to
allow edges to have predicates as input labels, and terms indexed by the input symbols
as output labels, an idea first explored by Watson [11].

For our uses, a predicate will be a set of character ranges, allowing the “.” men-
tioned above to be represented in a single transition.

We will not go into theoretical detail on this subject, as we have not been involved
in this part of the project. For further theoretical details we refer to [12, 13].
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Figure 2.10: An SST that takes a string of the form a*b* as input, and outputs the
bs followed by the as.

O:a/las<-al 0:b/[bs<-b]

6 l:e/e 1:5/!bs e/ as
start"—'—H

Figure 2.11: An OFAT that uses the register operations [ - <- - ] and ! to replicate
the functionality of Figure 2.10.

2.7 Action automata

So far we have considered the determinization of OFTs into SSTs, allowing for their
corresponding single-valued rational relations to be realized in linear time. We will
now consider how to take this further, delving into a world beyond rationality.

Our chief motivation for extending the model further was an observation,
namely that we often ran into problems we could almost solve using our model,
but were unable to due to a fundamental limitation in rational transduction: it is
impossible to reorder non-trivial inputs for output. Le., it is impossible to take an
input consisting of any number of as, followed by any number of bs, and transduce
that into the bs followed by the as, turning aabbbb into bbbbaa.

While SSTs in general do allow for this sort of swapping, as shown in Figure 2.10,
our approach is different, making use of two machines, one feeding its output into
the other: a disambiguation oracle, and a so called action automaton. This construc-
tion was inspired by the Kleenex implementation, and will be used to define the
semantics of Kleenex in Section 3.2.

To facilitate this we define a type of automaton, inspired by OFTs and SSTs,
which we choose to call an ordered finite action transducers (OFAT). The idea is,
rather than labeling edges with an output symbol, we instead label them with a
function that performs a computation and potentially outputs an output string. An
example of such an automaton can be seen in Figure 2.11. In this example we use
the actions [ R<- - ], which appends a value to a register, and ! -, which outputs the
contents of a register, to implement a transducer performing the aforementioned a-b
swap.

We can formalize this into the following definition:

Definition 11 (Ordered finite action transducer). Let ¥ and T" be two given finite
input and output alphabets.

We then define an ordered finite action transducer (OFAT) over X,T" to be a
structure, T = (Q, ¢, ¢/, n, C, co, 80, 01), where
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® () is a finite set of states,

® ¢~ € Q is the initial state,

e ¢f € Q is the final state,

® n € Ny is an upper bound for the indices,

e (' is the (possibly infinite) set of possible computational environments,
® ¢y € C is the initial environment,

e b5 :Qx (BU{e}) x{0,...,n} = Q is the indexed transition relation, such
that if (¢,4,a) € dom(E), then a’ € {SUe} : (g,i,a’) € dom(E),

® 55:Q x{0,...,n} x C =TI x C is the environment update function.

In a similar fashion to both OFTs and SSTs, the OFATS can also be generalized
to allow for predicate input labels, giving a symbolic OFAT.

We introduce the notion of a computational environment, which initially starts
as ¢ and can be updated on each transition. This concept is intentionally very
abstract, in order to allow for arbitrary stateful computation in the model. For
instance, an SST could be directly mapped into this model by letting C' be (T*)X1,
the set of possible valuations of the registers, ¢y be /X1, and assigning distinct indices
to each outgoing edge of a state.

Using the natural extension of 7 transducing s to ¢ from OFTs, we can define a
functional semantics for this model.

Definition 12 (Functional semantics of OFATs). An OFAT denotes a partial func-
tion [T] : ¥* — I'*, such that (s, ¢) € [T] precisely if T transduces s to t.

The requirements put on the indices are strengthened for the very reason we
alluded to prior to defining the OFAT model: We wish to split this mother automaton
up, giving two child automata: One which acts as a disambiguation oracle, and one
that acts as the action automaton, acting on the guidance of the oracle.

Observe how the strengthened requirements on the OFAT indices makes it
possible to know the exact path used for a simulation of the machine, without
ambiguity, simply based on the index label of the path. The idea is therefore to
construct an SST that produces this index code, which the action automaton can act
on.

With this in mind, consider the machine that arises from taking an OFAT, letting
C = {0}, and letting d2(q,7,0) = (e(i), D), where (i) is 4 if there are multiple
outgoing edges in ¢, and ¢ otherwise. The resulting automaton can be directly
mapped into a ¥, {0, ..., n} OFT, which can be further determinized into an SST.
The output produced by the resulting transducer is exactly the index code produced
by simulating the mother automaton on the same input.

We now wish to construct the action automaton, a machine that rigidly follows
the index code provided by the disambiguation oracle. We can construct this ma-
chine by taking the same mother automaton from before, and changing its input
alphabet from ¥ to {0, ..., n}. This is done by setting the input label on each edge
to its index label if the state it comes from has more than one outgoing edge, and €
otherwise.
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Figure 2.12: An illustration of the oracle FST and action automaton resulting from
the OFAT in Figure 2.11.

An example of this separation of an OFAT into two child automata can be seen
in Figure 2.12.

It is easy to convince oneself, that the combination of these two child automata
is equivalent to the original mother automaton, since the exact transduction path is
completely determined by its index label. Furthermore, since the disambiguation
oracle can be compiled down to a linear-time SST, we can still do linear time trans-
duction for fixed size automata. In Section 3.5 we explore this further, taking a look
at a useful set of actions that provide such guarantees.
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The Kleenex Language

3.1 Overview

Kleenex[ ] is a domain specific language for expressing string transformations. Pars-
ing and extracting regular data is usually done with regular expressions, and they are
well suited for it: they are succinct, efficient and are available in almost all languages.
Kleenex is a superset of regular expressions, so the simplest Kleenex program you
can write is simply a regular expression and some boilerplate code. For example:

main := /axb/

This just runs the regular expression a*b on its input and echoes it back if it
matches. Below is an example with a few more features:

main := two_bs "d" main
| /a/
two_bs := ~/bb/

In the example above we have two terms, which consists of two cases. The
first case matches two_bs, i.e. two bs, but it does not output anything because of
the ~ operator in front, which suppresses all output from that term. Notice that
the Kleene star is outside the regular expression, as Kleenex supports some of the
normal regex operators on the Kleenex term level. Next, it outputs the constant
string d, as text in quotes denote constant output. It is also recursive, so if this case is
chosen it starts from the same term all over again. The second case matches a single
a, and since it is not recursive the program will stop if this alternative is chosen.

Running this Kleenex program, it matches an even number of bs, outputs a d for
each, and ends by matching and outputting an a. Thus, if given bbbba it will output
dda, while bbba will fail with a match error on the third b.

Kleenex is based on the theory in Section 2.3, which means we can define an
ordering such that the path with the lexicographically least index label will be
taken. We use this to ensure that Kleenex will always prefer the left-most matching
alternative. It also guarantees that no output or actions from a case will be performed
unless the case matches completely. As an example, consider the following program:

27
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main := /foo/ "baz" /bar/
| ~/fooba./

If given the input foobam it will not output anything, since the case ended up
not matching. On the input foobar it will output foobazbar, as it prefers the first
alternative when they both match.

A more comprehensive example that demonstrates the available language ele-
ments is given below.

// A Kleenex program starts with what we call a pipeline declaration.
// This one can be understood: First remove the comments,

// then gather the numbers at the bottom.

start: remComments >> gatherNumbers

// If no pipeline is specified, "main" is picked
// as the starting point.

// The most basic Kleenex term is matching. It matches
// the input against a regular expression, outputting it directly.
line := /["\nlx\n/

// Often you don’t want all the input turned into output.

// The ~ operator lets suppress the output otherwise produced
// by a term, in this case removing lines that start with "#",
// and preserving ones that don’t.

// When there’s ambiguity, the leftmost choice is always chosen.
commentLine := ~(/#/ line) | line

// Recursion is allowed, but only in tail position. Here we

// terminate the recursion with "1", which consumes nothing and
// always succeeds.

remComments := commentLine remComments | 1

// We also allow regex operators like *, + and ? on terms:
thousandSepLines := (thousandSep /\n/ | line)=*

// It’s possible to output text without matching by using "...".

// In this case, we use it to insert thousands separators into a number.
thousandSep := digit{1,3} ("," digit{3})=* /\n/

digit := /[0-9]/

// We also allow for more complicated operations. We call these ’'actions’.
// reg@term runs the term as normal, but all output it would produce is
// stored in the register named reg.
// [ ... += ... ] allows you to append things to a register, both contents
// of other registers, as well as string constants.
// 'reg outputs the contents of a register.
gatherNumbers :=
(num@thousandSep [ numbers += num ] | line)=*
'numbers
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3.2 Core language

In order to define the semantics of the language, we will first introduce a simpler
core language. This language contains the bare minimum required to make Kleenex
work.

In Section 3.3 we will cover the full language, and its desugaring into the core
language.

We will define the Kleenex core semantics in terms of the OFAT model intro-
duced in Section 2.7. First we need some auxiliary definitions.

Definition 13 (Kleenex computational environment). The Kleenex computational
environment Cx = X* x (I'*)IXl x X, where X is the set of register variables.
Forac=(S5,Y,0) € Ck,

e S isastack of pushed registers,

® Y is the current contents of the registers,

® o is the current output register.

We say that ¢y = (nil, !X, ro) is the initial Kleenex environment.

The purposes of these values will become clear once we introduce the actions of
Kleenex.

Definition 14 (Action). An action is a function b € C — I'* x Cg, where ¥ and
I are the sets of input and output symbols.
We define € 4 to be the empry action, ¢ — (e, ¢).

Definition 15 (Core action). In the core language, we have the following actions

defined:

output c = (S,{...,0,...},0) = (S, {...,0++¢,...},0)
setreg R Z = (5,Y,0) — (S,update(Y, R, Z), 0)
push R = (5,Y,0) — (0:S5,Y,r)
pop=(r:S,Y,0)— (S,Y,r)

where ¢ € T is an output character, R € X is a register, Z € (X UT'*)* is a string
consisting of distinct register variables and output strings, and update(Y, R, Z) is a
register update function that sets the R register to the concatenation of Z, and clears
all registers ' € Z where v’ # r. The operators ( ++ ) and (:) are used to denote the
list operations append and cons, respectively.

We will call these actions the core actions.

The simplest action is the output ¢ action, which outputs the constant ¢. The
next action is a setreg R Z action, mirroring the register updates seen in SSTs.
Note that the clearing semantics of this operation prevents copying of data.

The final two actions push R and pop change which register is used as the output
register in output c.

With this in mind, we will now give the definition of the core syntax for Kleenex.
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Definition 16 (Kleenex core terms and syntax). Let X,I" be input and output
alphabets, respectively.
A Kleenex core term is a term generated by the grammar

tiZZ:1|N|<8>|CL|ti|ti|tj't7;

wherei,j € N,i > j, s € X, a is a core action, and N is a nonterminal of order
at most ¢.

We say that i is the order of the term ¢;.

A Kleenex program is a non-empty list of declarations, p = d; . .. d,, each of the
form N; := t;, where t;, is a k-order term.

We call the nonterminal N; the identifier of the definition, and say say that it has
order k, the order of its associated term.

This defines a number of families of terms and declarations, grouped by their
order. While slightly cumbersome, the order serves to limit the recursion of terms,
thus enforcing that the grammars they produce are regular. This limitation will
be crucial in the proof of Theorem 3 below. The restrictions allow mutual tail-
recursion between definitions of the same order, but requires that any other use of
nonterminals are of a lower order.

The core language contains a small number of constructs:

¢ 1, which does nothing,

e <s>, which matches string s from input without giving any output,
® g, any action defined previously,

® {1 | to, alternation that chooses the left branch if possible,

® t,-t5, concatenation; first evaluate 1, then ¢».

To complete our definition we introduce a notion of well-formedness on Kleenex
programs.

Definition 17 (Well-formedness of Kleenex programs). We say that a list of Kleenex
declarations is well-formed if

e Identifiers are declared at most once
® No undeclared identifiers appear in the declarations

e The program contains no recursion without input consumption (i.e. problem-
atic paths)

From this point we will assume that all Kleenex programs are well-formed.

We will now define right-regular grammars with actions, an extension of right-
regular grammars introduced in a rejected version of [2], and show that Kleenex
corresponds to such a grammar.
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Definition 18 (Grammar). We define a grammar with actions to be an ordered list
of production rules of the form

N — x129...2,

where we call N a nonterminal, and where each z; either is either a nonterminal
from the grammar, or ¢/a, with ¢ € ¥ U {¢} and a being an action.

We will give ¢/a the intuitive meaning "read ¢, and perform action a".

We use G ++ G5 to denote ordered concatenation of two grammars, producing
a new grammar.

Definition 19 (Right-regular grammar with actions). We say that a grammar with
actions is right-regular if all the rules take one of the following forms:

N —c¢/a
N —c/a N’

where ¢ € XU {e} is an input symbol, b is an action and N, N’ are nonterminals.

Theorem 3. Any well-formed Kleenex core program has an equivalent right-regular
grammar with actions.

Proof. We will rewrite each declaration in the program to a right-regular grammar,
only referencing nonterminals of lower or equal order. We do so inductively on the
order of the declarations.

As the base case, consider declarations of order 1. Using structural induction on
t1, we have 6 possible cases:

N

1 can be directly rewritten to N — £/ 4

<c> can be directly rewritten to N — ¢/e4

a can be directly rewrittento N — ¢/a

=2 =2 =2 =

t)t
N :=tand N := ¢’ can be rewritten by inner induction, producing G; and
G respectively. The grammar G ++ Gy is equivalent and preserves ordering

of terms!.

=
i

t-t" is not possible, since no ¢ of lower order exists.

=
i

N’ can be directly rewritten to N — ¢/e4 N’, since we know that N’
must have order 1.

This concludes the inner structural induction, and the constructed grammar is
clearly right-regular, thus also concluding the base case of the outer induction.

For the induction step, consider declarations of order £ > 1. Again we use
structural induction on N := ¢ to construct the rewritten grammar. All cases
except for N := ¢t are unchanged, and therefore omitted.

!In the sense, that the left to right order on Kleenex core terms is converted into the same top to
bottom order on their corresponding productions.
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main = odd -~/a/ Nmain 1= INodd <a> |Neven <a>
| even ~/a/ N <
1= <a> <a> (output b) (output b) NN,
odd = ~/aa/ "bb" odd odd ( p ) ( p ) odd
| e | output ¢
even = ~/a/ "c" even Neven 1= <a> (output ¢) Neven| (output b) 1
I

npn

Figure 3.1: To the left is a Kleenex program in the surface syntax and on the right is
the desugared version.

Consider N := t-t’. By outer induction we can construct a right-regular gram-
mar, G, for N := t, using fresh names for all nonterminals except for N. By inner
induction, we can construct a right-regular grammar, Go, for N’ := t'. We now

define a new grammar, G, which is G; with all rules of the form M — c¢/a
replaced by M — ¢/a N'. G| ++ G2 will now constitute a right-regular grammar
for N := ¢t

This concludes both inductions, proving the theorem. O

Important to note about this transformation is, that it preserves order in the
sense that the rule resulting from a left-hand branch in an alternation comes earlier
in the grammar than the rule resulting from a right-hand branch. This is important
in ensuring the correct disambiguation.

We will now construct the OFAT that defines the semantics of the language.

Let p be a Kleenex core program, and assume WLOG that it is in right-regular
form. We let the set of states, Q, be the set of nonterminals of p, as well as ¢, a final
state. The transition relation, 1, and environment update function, d2, are defined
based on the rules in the program.

e Foreachrule N — a/b N, (N,a,i,N') € 61 and Ve € Ck (N,i,¢,b(c)) €
02
® For each rule N — a/b, (N, a,i,¢) € 61 and Ve € O (N, i,c,b(c)) € 02
where ¢ is the number of previous rules we have seen for N, and @ is the natural
extension of the action to produce output.

We can now define an OFAT, 7, = (Q, No, ¢/, n, C¥ K, 60, 61), where Ny is

the starting production, and n the maximal number of rules for any nonterminal.

Definition 20 (Kleenex core semantics). Let p be a Kleenex core program with
associated OFAT, 7, as described above.
The program p denotes a partial function [p] : ¥* — I'* given by

[p] = [7]

3.3 The Kleenex language

Using the semantics above, we can now give the rest of the Kleenex language as
syntactic sugar on top of the core language. First we will introduce the full Kleenex
actions.



CHAPTER 3. THE KLEENEX LANGUAGE 33

Dal"s1---8,"] = (output s1) - - - (output s,)
D.JR@t] = push R-D.[t] - pop

D.[!R] = setreg o (0 ++ R) where o is the current output register

Du.lR<- Z]1] =setreg R Z
Dl R+=Z1] =setreg R (R Z)

Figure 3.2: The desugaring function for converting Kleenex actions into core actions.

Definition 21 (Kleenex actions). Let 3, I" be input and output alphabets. A Kleenex
action of order i, is a term generated by the grammar

a; = "s"

R@t] ‘ |R| [R<' (R| "5")*] | [R+=(R| "5")*]
where R is a register and s € ¥, and j < i.

"s" outputs a constant string, R @ ¢ captures the result of ¢ into register R,
[ R <- Z 1] sets register R to the concatenation of the registers and constants in Z,
and [ R += Z ] appends the contents of the registers and constants in Z to R.

The desugaring function that translates these actions to the core language can be
seen in Figure 3.2.

Definition 22 (Kleenex terms). Let X, T be input and output alphabets. A Kleenex
term of order i is a term generated by the grammar

tion= 1ag |t [t |tj-t; | /E/ | ~tj |ty ]| tj+] t;?
| ti{n} | t;{n,} | t;{,m} | t;{n,m}

where s € T*, E € REp (%), j < 1.

Most of the new constructs added in the full language are based on the regular
expression operators, and their semantics match as well. /E/ is the match operator,
which matches a regular expression F, and outputs the matching value. ~t suppresses
the output of a given term.

The desugaring function for terms can be seen in Figure 3.3, which makes use of
the functions in Figure 3.4 to desugar regular expressions, and Figure 3.5 to desugar
suppressed terms.

Definition 23 (Kleenex desugaring). Let p = dids...d,, be a Kleenex program,
and let d} the declaration d; with D[] applied to its term.
We define the desugaring function on programs,

Dplp] = did; ... d,

Theorem 4. For all p, D, [p] is well-defined.
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D] =1
D[N] =
Di[/E/] = Di[De[E]]
D[] = D_[D,[1]
Dy [t«] = where N' := Dit] - N' | 1
Di[t+] = Dy[t] - Deft+]

Dit?] =Dit] | 1
Dyty - to] = Di[ta] - De[to]
Dyift1 | t2] = De[ta] | Defto]

D:[t{,m}] = De[(t?){m}]
Dit{n,m}] = Di[t{n}] - De[t{, k] where k=m —n

Dila] = Dy,la]

Figure 3.3: The desugaring function for converting Kleenex terms into core terms.

DJ1] =1
D.la] = <a>"a" forae X
De[E1E>] = De[E1] - De[E-]
De[Ey | E2] = De[Er] | De[E2]
De[E"] = De[E]*
D.[ET] = D.[E]+
D.[E’] = D.[E]?
De[E{n}] = [[E]]{n}
Dc[E{,m}] = D[E]{,m
De[E{n, }] = D[E]{n, }
De[E{n,m}] = D[E]{n,m}
D[Ir1] = <c1>"c1" | <ca>"ca" | ... fore; er

Dc[1~r]] = <c1>"er" | <ca>"c2" | ...

forc;e X —r

Figure 3.4: The desugaring function for converting regular expressions into Kleenex

terms.
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D.[1] =1
D_[N] = N where N_ := D_[{]
D_[<s>] = <s>

D_[t1 | t2] = D-[ta] | D-[t2]

D_[t1 - to] = D-[t1] - D-[t2]

D_[push x - t - pop] = push - t - pop
D_Joutput ¢] =1

D.[a] =a for other actions

Figure 3.5: The desugaring function for desugaring suppressed core terms into core
terms.

Proof- Since we have specified D, [p] using a number of re-write rules that cover all
syntactical cases, we will argue for progress, i.e., that we can never reach the same
state again after the rewrite.

The D, [-] function is only used when the match operator is encountered, and
rewrites it to a term that does not use the match operator.

The one recursive case in D, [-] can at most be reached a finite number of times,
since the order of ¢ is lower than R @t by definition.

In the D_[-] function, the nonterminal only needs to be rewritten once, allowing
future desugaring to skip that step. Pushes and pops will always come in this pattern,
since they can only be generated by desugaring an R @ ¢. All other cases must clearly

progress.
All cases in D;[-] must progress, since they reduce the problem to a structurally
simpler one, or have been covered by the previous arguments. O

Definition 24 (Kleenex semantics). Let p be a Kleenex program.
The program p denotes a partial function [p] : ¥* — I'* given by

[p] = [Dolrll

where D, [] is the function that applies D;[-] on the terms of all definitions in a
program.

3.4 Expressivity of Kleenex

Alur and Deshmukh [ 14] describe a nondeterministic version of streaming string
transducers that both with ¢ transitions (-NSST) and without (NSST). These mod-
els are the obvious extension of the SST model we have described, to allow for
nondetermism.

Theorem 5. Let p be a Kleenex program.
There exists an NSST S, such that

[S1 = Trl
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Figure 3.6: The oracle and action automata corresponding to the grammar from
Figure 3.1.

Proof- We can define an alternate semantics for Kleenex by omitting the stack actions
push R and pop from the core language. Due to R @ t; requiring the inner term to
be of lower order, we can still recursively desugar the complete Kleenex language to
the core language.

Doing so would allow us to reduce the required computational environment
to only require the register contents. Due to the clearing semantics of the register
updates, and the limited actions allowed, the resulting OFAT maps directly onto an
e-NSST that outputs the output register in the final state.

General e-NSST are more expressive than NSST, however an e-loop-free e-NSST
can be transformed into an NSST [14]. The well-formedness requirement that the
program contain no problematic paths ensures that this will be the case, giving us
an NSST. O

Conjecture 1. Let p be a Kleenex program.
There exists an SST S, such that

[S1 = [rl

3.5 Time complexity bounds

If all actions in a program are constants, we can prove a very nice time bound on
the program.

Theorem 6. Ifp is a Kleenex program containing only actions of the form "a", a € T'*
and s € ¥, [p](s) can be computed in O(nm) time, where n s the size of s and m is
the number of states of the OFAT generated by p.

Proof. If we construct an OFAT from p, the resulting machine will contain only
actions that do not manipulate state and output single characters. Because of this,
the machine can be directly translated into an OFT with the output actions split up
across multiple edges as needed. This machine can then be determinized to a SST,
giving the time bound by Theorem 2. O
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We can go one step further, and prove a time bound for arbitrary Kleenex
actions.

Theorem 7. Let p be a Kleenex program using r registers, which generates an OFAT
with m states. Furthermore, let s € X* be an input string of length n.
[p](s) can be computed in O(nm?(1 + r)) time.

Proof. Take the OFAT constructed for p and split it into oracle and action automata.
By Theorem 2, the oracle SST can be simulated in O(nm). Furthermore, the SST
can produce an index label of at most O(m) symbols for each character consumed,
giving the action automaton potentially O(nm) data to process.

For each character the action automaton receives, it will potentially have to do
O(m) actions. The push and pop actions can be done in O(1) by maintaining a
stack of pointers, and output literals are by defintion O(1). The register updates can
touch at most r registers. Since the semantics clear the registers from which the data
is taken, registers can be implemented as doubly-linked lists of strings, making it
possible to concatenate two registers in constant time. This allows us to do a register
update in O(r) time.

Since at most O(m) new data can be introduced on each input symbol, final
output can be done in O(nm?).

This gives the action automaton a O(nm?(1 + r)) time complexity, proving the
bound. O

This proves a linear transduction time for fixed automata with any Kleenex
actions. For programs using reasonably small numbers of registers, this essentially
gives an nm? bound on the time complexity. Furthermore, for most programs it
seems likely to us, that the m?(1 + r) factor will be significantly lower, as it reflects
the absolute worst case.



Chapter 4

Implementation

In this section we will introduce our work on repg', a compiler for the Kleenex
language implemented by the KMC group[2]. This thesis contributed the following
features to repg (and the Kleenex language):

¢ The pipeline construct and its runtime implementation
® The Kleenex action extension
® Regex operators on the Kleenex term level

¢ A number of optimizations to the compilation process and runtime

In this chapter we will describe part of the repg implementation, focusing on
the features we have contributed.

4.1 Compilation

The original compilation path creates fused SSTs without actions, and was con-
tributed by other project members. The section below will focus on our contri-
bution, namely the compilation path which includes actions. We note that the
action compilation path builds upon the infrastructure from the original compila-
tion path, especially type classes, the SST construction step, optimizations and C
code generation.

The compilation process is split into multiple phases, which are illustrated in
Figure 4.1, and each phase is described in detail below.

Conversion to p-terms

Lexical analysis and parsing is implemented using Parsec, a parser combinator li-
brary for Haskell[15]. The regular expression parsing is handled by the library
regexps-syntax’. This produces an AST of the form seen in Figure 4.2.

Ihttps://github.com/diku-kmc/repg
Zhttp://github.com/diku-kmc/regexps- syntax
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convert .
Simple pi-terms

parse
’ Kleenex Source }—>{ Kleenex Terms

convert

Bitcode pi-terms Action pi-terms

FST Construction

- Automaton Construction
Bitcode FSTs

Pathtree Simulation

Action automatons
Bitcode SSTs

combine
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L
machine code ‘ ’ C code ranslate Automaton Pipeline
-
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Figure 4.1: Kleenex compilation flowchart

-- | A Kleenex program is a list of assignments.
data Kleenex = Kleenex [Identifier] [KleenexAssignment]

-- | Assigns the term to the name.
data KleenexAssignment = HA (Identifier, KleenexTerm)

-- | The terms describe how regexps are mapped to strings.
data KleenexTerm = Constant ByteString
| RE Regex
| var Identifier
| Seq KleenexTerm KleenexTerm
| Sum KleenexTerm KleenexTerm
| Star KleenexTerm
| Plus KleenexTerm
| Question KleenexTerm
| Range (Maybe Int) (Maybe Int) KleenexTerm
| Ignore KleenexTerm
| Action KleenexAction KleenexTerm
| One

Figure 4.2: The data type representing the Kleenex AST

While it would be possible to directly construct the two automata from here,
it becomes much easier after some preprocessing. Thus we transform the Kleenex
type into p-terms in two steps.’

First the terms are converted into SimpleMu. In this step the Kleenex terms used
by the program are inlined as much as possible, and when recursive variables are
encountered an explicit loop constructor is created. The variables are encoded as de
Bruijn indices.

In the second step they are converted from the SimpleMu representation to
two type-specialized instances of the polymorphic Mu data type, namely BitcodeMu

3 p-terms, also known as p-recursive expressions, is an alternative abstraction used to fill the role of
the right-regular grammars from Section 3.2.
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data Mu pred func a =

Var a -- ~ Recursion variable.
| Loop (@ -> Mu pred func a) -- ”~ Fixed point.
| ALt (Mu pred func a) (Mu pred func a) -- ~ Alternation.
| Action func (Mu pred func a) -- ~ Perform a manual register action
| RW pred func (Mu pred func a) -- "~ Read a symbol matching the given

-- predicate and write an output
-- indexed by the concrete input

-- symbol.
| W (Rng func) (Mu pred func a) -- ~ Write a constant.
| Seq (Mu pred func a) (Mu pred func a) -- ~ Sequence
| Accept -- ~ Accept

Figure 4.3: Data type for recursive u-terms

and ActionMu. This is necessary because the two automata need to handle certain
constructs differently, e.g. when outputting a constant string the oracle transducer
should do nothing because the action is unambiguous, while the action automaton
needs to actually output the string. The Mu data type is given in Figure 4.3.

Two things happen during this transformation. First, the program is converted
to a HOAS representation by converting the de Bruijn indexed variables to Haskell
variables, and by converting the p-terms as Haskell functions. Second, the regular
expressions are converted to the same Mu data type and inlined, erasing the difference
between constructs on the term level and on the regular expression level.

Automaton constructions
The automata are all implemented as the following two data types:

data FST st pred func =

FST
{ fstS :: S.Set st -- ~ State set
, fstE :: OrderedEdgeSet st pred func -- ~ Symbolic transition relation
, fstI :: st -- ~ Initial state
, fstF :: S.Set st -- ”~ Final states with final output
}
data SST st pred func var =
SST
{ sstS :: S.Set st -- ~ State set
, SStE :: EdgeSet st pred func var -- ”~ Symbolic transition relation
, sstI :: st -- ~ Initial state

, SStF :: M.Map st (UpdateString var (Rng func)) -- ~ Final states with final output

Here st is the type of states, pred is the type of predicates used for matching
input, func needs to be an instance of the type class Function and is used for edges
that needs to copy their input to output, and finally var are the type of register
variables. This use of parametric polymorphism allows these two data types to
model all the automata used in the compilation.

The FST data type models OFTs, but it is not called OFT because the indices
are not explicit in its type. The SST type actually models both SSTs and action
automata, as its edges has the following type:



CHAPTER 4. IMPLEMENTATION 41

Loop (Av.e v) @

Alt el e2 a
O,
Action a e
p/f
RWp f e 9 “
O
Wece
recursively
Seq el e2

Figure 4.4: Recursive conversion of p-terms to a OFT

type EdgeSet st pred func var = M.Map st [([pred], EdgeAction var func, st)]
type EdgeAction var func = RegisterUpdate var func
:4+: ActionExpr var (Dom func) (Rng func)

Note that :+: is an infix type operator which is isomorphic to the Either type.
The SSTs are simply restricted to not use EdgeActions of the ActionExpr type, as
they model the Kleenex actions from Section 3.2.

Both types of automata are symbolic in the sense described in Section 2.6, allow-
ing for a character class to be represented as a single edge. They are represented by
a data type called RangeSet, which is a sorted list of pairs representing character
ranges.

The bitcode pi-terms are converted into a non-deterministic OFT using a simple
method analogous to Thompson’s construction for transforming regular expres-
sions into NFAs [4]. A graphical representation of this conversion can be seen in
Figure 4.4.

The oracle OFT and action automata generated from the odd-even example
from Figure 3.1 can be seen in Figure 4.5.

The bitcode SSTs are generated from the OFTs by simulation with path trees, as
described in Section 2.5. This is done by defining a Closure monad, which models
concurrent programs with shared state executed in round-robin. We will not go into
details about this, as it is outside the scope of this thesis.
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(a) Oracle OFT (b) Action automaton

Figure 4.5: Visualizations of odd_even from Figure 3.1, created with repg’s visu-
alization mode. The rectangular node is the start state, and the node with double
circle is the final state. Blank spots denote € and € 4 as appropriate.

As can also be seen with NFA determinization, the determinization of an OFT
into the corresponding SST can cause a blowup in the number of states. This leads
to large compile times, with some programs with large amounts of overlap being
unable to compile.

Since there is no nondeterminism in the action automata, they can be con-
structed directly from the action p-terms, completely analogously to the oracle
OFT construction above.

Code generation

While the compiler is structured to allow multiple backends for code generation,
currently only a C backend exists. This section will focus on the translation to
the intermediate language, as the translation from this language to C is trivial (and
tedious).

The OFAT pipeline is converted to a list of programs in this intermediate lan-
guage, which consists of goto, conditionals, simple expressions, buffer operations
and tables. The full definition can be seen in Figure A.1. Each program is generated
trom the OFAT by a simple recursive algorithm, which traverses each state in the
SST exactly once.

A state is translated into a code block, i.e. a sequence of instructions. This block
consists of the code blocks generated by all transitions from the state, and possibly
a finalizing code block if it is a final state.

A transition is translated into two code blocks, namely a test block and an action
block. The test block is simply an if-statement with the conditions needed for
the transition to be taken, while the action block contains code for consuming the
right amount of input, performing the actions and buffer operations associated with
the transition, and then transferring control to the transition’s end state.

Symbolic transitions are tabulated, i.e. a table is generated which maps an
input symbol to a corresponding output character. This is used when converting a
bytecode to the character it represents, among other places.

An important detail is that the SST model assumes that all buffer updates happen
simultaneously, but this is not true in the runtime. To see why this can be a problem,
consider a transition which updates two registers a and b, such that a is appended
to b and a is cleared. If the clearing happens first we get the wrong result, since the
buffers are mutable.
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The solution is to do a topological sort of the buffer operations, based on the
dependencies of the operations. More precisely, an update ug should happen before
an update u if ug uses the register that u; updates. This only works as long as there
are no cyclic dependencies, but luckily that is guaranteed by the SST construction.

11.2: if ('readnext(l, 1))
{
goto faill;
}
if (((avail >= 1) && ((((0 <= next[0]) && (next[0] <= 9))
|| ((11 <= next[0]) && (next[0] <= 255))) && 1)))

{
outputarray(const_1.0,8);
outputconst(tbl1[0][next[0]],8);
consume(1);
goto 11_2
}
if (((avail >= 1) && ((next[0] == 10) && 1)))
{
outputarray(const_14,8);
consume(1);
goto 11_4
}
goto faill;

Figure 4.6: Example of some code produced by the repg compiler. next is a pointer
to the next byte in the input stream. tbll contains a tabulated function, and
const_1_4 contains a constant output string.

4.2 Runtime

In order for the generated code to be run, it needs to interface with a runtime that
can do input, output, and has dynamically-sized registers. While these requirements
are pretty simple, the runtime needs to be carefully designed and optimized to get
good performance.

The runtime is written in C. This is both for performance reasons, and for
simplicity when interfacing with the C code generated from the SST. The downside
is that it is harder to write correct C than Haskell. There can also be security
implications if the streaming data is controlled by a malicious user and a memory
corruption vulnerability is present.

The registers are implemented as dynamic arrays in the following struct:

typedef struct {
buffer_unit_t xdata;
size_t size;
size_t bitpos;

} buffer_t;
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process .
Il B

%_ 11.0: if (next[0] == A" { output redirection stack

outputbuf(&reg_a);
register b goto 11_5; register a

Jid 1.’ —

outbuf

stdout

Figure 4.7: Diagram of the Kleenex runtime. The hatched areas are data waiting
to be processed. outputbuf will always write to the pointer on top of the output
redirection stack. When running the split automata, two runtimes are instantiated

and connected with Unix pipes, and when using the pipeline extension any number
of runtimes can be used.

Here, data is a pointer to a heap-allocated bufler, size is the current size of the
buffer, and bitpos is the amount of bits the buffer currently contains.

An alternative design would be to use linked lists as described in Section 3.5.
This has not been investigated, but it might not give much performance in practice

despite having a better asymptotic running time, because the registers are usually
cleared often in the programs we have examined.

The buffers support the following operations:

reset(buf)
Clear buf. This is implemented by setting bitpos to zero and clearing the
first byte of data. In an earlier version of the runtime it cleared the entire
register, but that ended up being big performance bottleneck.

resize(buf, shift)
Double the size of buf, and do it shift times. shift is usually 1, but in edge
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cases it might need to be more, e.g. when appending a large register to a small
one.

concat(dst, src)
Appends src to dst. This is done by resizing the destination buffer if required,
and then copying all the data from src to dst. Whole machine words are
copied first and the remaining 0 — 3 bytes are copied individually. If the data
is not byte aligned, individual bits are copied last.

writeconst(buf, const, numbits)
Appends const to buf. Since const might be unaligned it needs to know how
many bits to copy from cons, which is given in numbits.

4.3 Pipeline implementation

The implementation of the transduction pipeline is inspired by our early efforts to
separate a more complex program into separate sub tasks: we would compile each
part separately, and write a wrapper script that piped data between the separate
programs using Unix pipes. Our implementation uses an approach close to this.

In the compiler, each of the phases of the pipeline is compiled separately into
their corresponding automata. The code produced by all automata are compiled
into a single C file, which has a number of separate match functions.

When the generated program is called, it forks off a process for each transducer,
setting up Unix pipes between them, taking the place of the last transducer in the
pipeline.

4.4 Action implementation

The register actions are implemented using the same register implementation as
above. This makes appending very cheap, while prepending is linear in the buffer
size. It might be worthwile to investigate other data types for these registers.
While the semantics says that all buffers that are output must also be cleared,
this is not currently enforced by the implementation. This allowed us to experiment
with programs that could copy data. In future versions this should be enforced, and
an explicit copy action can be added to the register actions. This makes it explicit
that the theoretical guarantees does not hold when arbitrary copying can be used.

4.5 Optimizations

In this section we will present various optimizations performed during the com-
pilation and to the runtime. We implemented the optimizations discussed in the
sections 1/O buffering, Bitcodes, and Bitcodes of suppressed terms below. The other op-
timizations are from other contributors[2], but are described here for completeness.

Byte-alignment

In the case of string to string transductions we know that our buffers are byte-
aligned, so they don’t need the overhead of performing bit operations. The runtime
can be compiled to take advantage of this with FLAG_WORDALIGNED. In the current
implementation this flag is always enabled, except for in the benchmark of bitcodes.
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I/0 buffering

In order to avoid syscall and context switch overhead, we perform buffering on both
input and output. This drastically improved the performance of simple Kleenex
programs, and gave a noticeable boost to the more complex ones. We did not
include this optimization in our benchmarks.

Bitcodes

An interesting question is whether to pack the bitcode in actual bits, or to use a
fixed size of a byte instead. While a bit encoding uses less memory bandwidth, it
also takes extra instructions to access the bits, since most modern CPU architectures
operate with bytes as the smallest addressable unit. The bandwidth savings are also
limited when large ranges are matched, and in the extreme case of matching . the
bitcode takes up a byte anyway, just without the benefit of being byte aligned.

Streaming bitcodes are also much more difficult to implement. Apart from
updating the model and runtime to support matching on variable length data, there
is also the problem of detecting the end of the stream. As an example, the stream
might end being unaligned by four bits, and no matter what the sending process
packs in the last four it might be interpreted as a valid code! We could not think of
an obviously satisfactory solution to this. You could send a sentinel value to mark
the end of the stream, but it would cause overhead to check for it, and it might
accidentally collide with a valid bitcode as well, which would cause the program to
stop before time. Another solution would be to use out-of-band signals, but that
could cause delays and would complicate the runtime even more.

Our bitcode implementation does not solve the problem. Instead we use the
following heuristic: if we are in a final state and there is one byte or less data left,
and the rest of the bits are zero, then we halt. This is not guaranteed to be correct,
but it is good enough to benchmark as there can only be errors in the last couple of
bytes of data. We did not encounter such errors during our benchmarks.

In Section 5.1 we benchmark the two approaches. The bytecode implementation
tends to perform a little better on throughput, while the bitcode implementation re-
quires less data to be transferred. If bandwidth is a concern the the bitcode approach
might be useful, while in other situations the bytecode approach wins on simplicity,
as it is never much worse than the bitcode approach.

Bitcodes of suppressed terms

While benchmarking the program csv_project3, seen in Figure 5.6, we observed
a severe performance degradation of the action-enabled automaton, as compared to
the single SST implementation. We further observed, that the program contained
a lot of suppressed terms, and realized that the bytecode output produced by the
oracle for these suppressed terms have no practical effect on the result, and might as
well be omitted.

To determine which terms can be omitted, we first decide which subterms are
action-free. By action-free we mean that their subtree contains no non-output action.
This is a necessary requirement, as the action automaton needs to know if actions
are to be done, and thus the bitcodes instructing it to do so cannot be optimized
out.
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(a) Original automaton (b) With lookahead

Figure 4.8: Common pattern of Kleenex programs

This analysis can be done by assuming all non-terminals action-free and per-
forming a recursive analysis of the syntax-tree to determine which subterms are
action-free under that assumption. If this changes the non-terminals we know not
to be action-free, repeat the analysis using the new knowledge until we reach a fixed
point.

Determining which subterms are suppressed is a simple recursive syntactical
check.

When constructing the oracle OFT, no outputs are added to the edges of known
action-free suppressed terms, and when constructing the action automaton, action-
free suppressed terms are rewritten to 1.

This optimization cannot possibly degrade performance of the final automaton,
as it only removes outputs and states from the automata.

In Section 5.1 we show benchmark of this optimization on the csv_project3
program that inspired it.

Constant propagation

The generated SSTs contain a lot of trivial register updates, such as registers that
are set to themselves, are concatenated with recently cleared registers, or are simply
always constant. Many of them can be removed by constant propagation, which is
a standard compiler optimization.

Finite lookahead

When Kleenex is used in practice, programs often have the form
token := ~/abcd/ commonCase | ~/[a-z]+/ fallback

In this case the automaton will match the string one character at a time, and
have a fallback edge for each, as seen in Figure 4.8(a). Instead, we would like to test
the entire string at once, with only a single fallback edge, like in Figure 4.8(b).

The performance of this optimization is discussed in Section 5.1.

4.6 Correctness

The Kleenex compiler and runtime are relatively large and complex pieces of soft-
ware, which inevitably means that there will be bugs in the implementation. The
following points helped us convince ourselves that the implementation is close to
correct, since a full proof is outside the scope of this thesis.

Static typing Our work benefited hugely from being performed in Haskell, as
most of our contributions involved refactoring of existing code. Purity, static
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typing and equational reasoning were all important tools for us during the
implementation work.

Unit and regression testing The project has a small unit test suite, and regression
tests were added each time a parser bug was found. Some parts of the model,
e.g. the bitcoding, also have property based testing. This was part of the
project infrastructure, and thus not our own contribution.

Benchmarks For the benchmarks we built a small library of relatively complex
Kleenex programs, and at least one parallel implementation in a different
language for most of them. This allowed the benchmarks to function as
advanced unit tests during the implementation work.
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Evaluation

5.1 Benchmarks

In this section we will cover the benchmarks we have conducted to compare Kleenex’
performance with that of other tools, as well as to determine the effectiveness of our
various optimizations.

The benchmarks were conducted in cooperation with the rest of KMC, and
most of the graphs are also in the POPL article. Apart from the section on the
experimental setup, all descriptions and interpretations are our own.

Our contribution consists of inventing and implementing the use cases in Sec-
tion 5.2, creating reference implementations for many of the benchmarks and use
cases in other languages, and creating data generator programs for the benchmark.

All the benchmark programs can be found in the repg GitHub repository under
the bench folder!.

Compilation times

The benchmark only measures runtime performance and ignores compile times.
This favors Kleenex immensely, as all the disambiguation is done at compile time
with the risk of a blowup in the number of states, which in turn would prevent
compilation in practice. This makes the benchmark biased towards Kleenex, as such
prgrams are not included in the benchmark.

We argue that it is still a meaningful benchmark. Since we are interested in
streaming behavior, it is more interesting to optimize for high throughput than for
fast compile or startup times. The implementations we benchmark against have
been pre-compiled as much as they allow. Also, the compile times are not that bad
for the benchmark programs, as most of them compile in less than 10 seconds on a
modern laptop. Those that do not compile at all are too complicated to realistically
implement as regular expressions.

The compile times of Kleenex might be improved by using a dual approach,
where compilation is aborted after a certain amount of time, at which point the
automata are simulated instead.

1https ://9ithub.com/diku-kmc/repg/tree/master/bench
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Correctness testing

For the comparisons to be fair, it is necessary (but not sufficient) that the programs
we compare all give the same output on the same inputs. Our build tool has a mode
that checks this, and all programs in the benchmarks passed before the benchmark
was run.

Experimental setup

We have run comparisons with different combinations of the following tools:
RE2, Google’s automata-based regular expression C+ + library [16].

RE2], a recent re-implementation of RE2 in Java [17].

GNU AWK, GNU grep, and GNU sed, programming languages and tools for text
processing and extraction [18].

Oniglib, a regular expression library written in C+ + with support for different
character encodings [19].

Ragel, a finite state machine compiler with multiple language backends [20].

DReX, a declarative language for expressing regular string transductions [21, 1].
In addition, we implemented test programs using the standard regular expression

libraries in the scripting languages Perl [22], Python [23], and Tcl [24].

Meaning of plot labels

Kleenex plot labels follow the format [<0|3>[-1a] | woACT] [clang]|gccl, which
indicates the compilation path and enabled optimizations.

0/3 indicates whether constant propagation was disabled/enabled.
la indicates that lookahead was enabled.
clang/gcc indicates which C compiler was used.

wOoACT indicates that the implementation uses a direct SST implementation without
the oracle-action separation. This is only run with constant propagation and

lookahead enabled.

Hardware and software parameters

The machine used for the benchmarks runs Linux, has 32 GB RAM and an eight-
core Intel Xeon E3-1276 3.6 GHz CPU with 256 KB L2 cache and 8 MB L3 cache.
Each benchmark program was run 15 times, after first doing two warm-up rounds.
All the libraries and tools that the benchmarks were conducted against can be seen
in Table 5.1. All C and C+ + files have been compiled with -03.
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Name Version
gcc 4.8.4
clang 3.5.0
Perl 5.20.1
Python 2.7.9
Tel 8.6.3
GNU AwK 4.0.2
GNU grep 2.21
GNU sed 421

GNU coreutils  8.21
Oniguruma 5.9.6

RE2 GitHub: bdb5058
RE2] 1.0

Ragel 6.9

DRex 20150114

Table 5.1: Version numbers of tools used for benchmarking

Difference between Kleenex and the other implementations

The implementations used for comparison in other languages do not necessarily
follow the same structure as the Kleenex program. Instead, the programs are written
in the style that comes most natural in that given language. This means that many
tools work on line-based approaches, that process one line at a time, and certain
implementations use optimized libraries that are included with the language.

Ragel optimization levels

Ragel is compiled with three different optimization levels: T1, F1, and G2. “T1”
and “F1” means that the generated C code should be based on a lookup-table, and
“G2” means that it should be based on C goto statements.

Kleenex compilation timeout

On some plots, some versions of the Kleenex programs are not included due to the
C code generation or C compilation timing out after 30 seconds. This is caused by
the transducer determinization, which can lead to a blowup in SST size.

Benchmarked programs
flip_ab

As a baseline for throughput, we use the program flip_ab shown below.
main := (~/a/ "b" | ~/b/ "a" | ~/\n/)x

This program simply takes an input consisting of lines of as and bs, and switches
the two, while preserving newlines. This should provide a good baseline for through-
put, as every byte in the input is touched but the transformation is very simple.
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flip_ab (ab_lines_len1000_250mb.txt 238.42 MB)
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Figure 5.1: flip_ab run on a file with an average line length of 1000 characters.

We have benchmarked this program against a Ragel implementation on a file
with an average line length of 1000 characters, and the results can be seen in Fig-
ure 5.1. The Ragel program can be seen in Figure 5.26.

The program was also benchmarked on data with a line length of 80 characters,
yielding the same results. This is not unexpected, as neither Ragel nor Kleenex work
on a line-by-line basis.

patho2

We have also benchmarked against pathological case for our implementation, which
we call patho2.

main := ((~/[a-zl*xa/ | /[a-z]*b/)? /\n/)+

This program forces our model to maintain two different outcomes until the end
of each line, leaving us unable to stream any output until the line is finished.

In Figure 5.2, we see the results of benchmarking this program against a large
number of different implementations. Kleenex performs well in comparison, which
suggests that the other implementations take an even larger run-time performance
hit than Kleenex does.

rotl3

This program implements the ROT-13 rotational cipher and can be seen in Fig-
ure 5.3.

While superficially similar to flip_ab, the benchmark results in Figure 5.4
show a much more pronounced difference between the separated and non-separated
versions as compared to Figure 5.1. A large part of this difference can likely be
attributed to the extremely large amount of branching in the rot13 term. The
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1,000 patho2 (ab_lines_len1000_250mb.txt 238.42 MB)
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Figure 5.2: patho2 run on a file with an average line length of 1000 characters.

main := (rotl3 | /./)*

rotl3 := ~/A/ "N | ~/B/ "0" | ~/C/ "P" | ~/D/ "Q" | ~/E/ "R" | ~/F/ "S"
| ~/G/ "T" | ~/H/ "U" | ~/I/ "V | ~/3/ "W | ~/K/ "X" | ~/L/ "Y"
| ~/M/ "Z" | ~/N/ A" | ~/0/ "B" | ~/P/ "C" | ~/Q/ "D" | ~/R/ “E"
| ~/S/ "F" | ~/T/ "G" | ~/U/ "H" | ~/V/ "I" | ~/W/ "3" | ~/X/ "K"
| ~/Y/ "L" | ~/Z/ "M" | ~/a/ "n" | ~/b/ "o" | ~/c/ "p" | ~/d/ "g"
| ~/e/ "r" | ~/f/ "s" | ~/g/ "t" | ~/h/ "u' | ~/i/ V| ~/5/ "w"
| ~/k/ "x" | ~/U/ "y" | ~/m/ "z" | ~/n/ "a" | ~/o/ "b" | ~/p/ "c"
| ~/a/ "d" | ~/r/ "e" | ~/s/ "f" | ~/t/ "g" | ~/u/ "h" | ~/v/ "i"
|~/ "5 | ~/x/ K" | ~/y/ M| ~/z/ 'm

Figure 5.3: The program text for the rot13 program, which rotates each letter 13
places.

implementation does not currently attempt to balance the syntax tree at any point
before constructing the OFT. In this case, it means that the bytecode produced by
the disambiguation is very skewed in length: Giving the rot13 program an input of
A leads to a 4 character bytecode?, whereas a z gives a 54 character bytecode.

This could be improved significantly by either balancing the syntax tree, which
would give a bytecode of logarithmic length in all cases, or compiling the alterna-
tion down to an OFT with multi-way branching rather than the current two-way
branching. This latter option would allow for the bytecode to be a constant 4 for
any of the 52 characters.

This program is also a good example of a program that could benefit from an
extended action language. While the ROT13 cipher is a simple mathematical cipher,
expressing it in Kleenex is currently quite cumbersome. Introducing an action that
could allow e.g. computation on a register could allow this program to become
much shorter, simpler, and faster.

22 bytes for the Kleene star in main, 1 for the alternation in main, and 1 from rot13
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200- rotl3 (random_250mb.txt 238.42 MB)
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Figure 5.4: rot13 run on a file consisting of random data.

thousand_sep

This program takes a list of numbers of any length, and inserts thousands’ separators
in each of the numbers. As an example, 1234567890 becomes 1,234,567, 890.

main := (num /\n/)x*

num := digit{1,3} ("," digit{3})=*
digit := /[0-9]/

This is an example of a problem at which Kleenex excels. The problem is a
somewhat cumbersome one to solve in many languages, and this is in large part due
to the positions of the thousands separators being determined by the length of the
number. Whereas one would have to either determine the length of the string in
advance or work from the back of the string in other languages, the disambiguation
provided by Kleenex allows for a clean formulation. As seen in Figure 5.5, our
implementation performs well on this problem compared to both Python and Perl.

csv_project3

The program csv_project3 implements a common task in string manipulation:
Data projection.

The program, seen in Figure 5.6, takes a six-column CSV file as input, and
projects its second and fifth columns out.

In Figure 5.7 we see how our implementation fares in comparison to a number
of common tools, including cut, a tool specialized for precisely this use case.

Although the specialized tool does perform better than Kleenex, our pure SST
implementation performs better than the other general purpose tools, and the split
approach is still competitive.
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thousand_sep (numbers_250mb.txt 238.42 MB)
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Figure 5.5: thousand_sep run on a file consisting of numbers with an average length
of 1000 digits.

main := (row /\n/)=x

~(col /,/) col "\t" ~/,/ ~(col /,/)
~(col /,/) col ~/,/ ~col

row :

col := /[",\n]*/

Figure 5.6: The code for csv_project3, which projects columns 2 and 5 out of a
6-column CSV-file.

iso_datetime_to_json

Parsing a timestamp into its subcomponents is an example of a common data extrac-
tion problem one might use regular expressions to solve.

The program iso_datetime_to_json (Figure 5.8) takes a file consisting of ISO
8601 combined date and time stamps [25] and rewrites them into JSON dictionaries
consisting of their individual components. This program is heavily inspired by an
example from page 237 of [26].

In Figure 5.9 the performance of the program is shown in comparison to related
tools. There is not much difference between the optimization levels, and the variance
is high for all the Kleenex versions. We do not have a good hypothesis for why this
is the case, which makes it an interesting case for further performance profiling.

Benchmarked optimizations

In addition to benchmarking against other implementations, we have also conducted
a number of internal benchmarks, in order to determine the effect of the optimiza-
tions we have applied.
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csv_project3 (csv_formatl_250mb.csv 238.42 MB)
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Figure 5.7: csv_project3 projects columns 2 and 5 out of a 6-column CSV file.

main := (dateTime ~/\n/)+
dateTime := "{’'year’='" year ~/-/ "'"
", 'month’="" month ~/-/ "'"
", 'day’='" day ~/T/ "'"
", "hours’="" hours ~/:/ """
", 'minutes’='" minutes ~/:/ "'"
", 'seconds’'='" seconds "'"
", 'tz'="" timezone "'"
u}\nu

year := /(?:[1-9]1[0-9]%)?[0-9]{4}/

month := /1[0-2]1|0[1-9]/

day := /3[0-1]|0[1-9]|[1-2][0-9]/

hours := /2[0-3]1|[0-1][0-9]/

minutes := /[0-5][0-9]/

seconds := /[0- 5][0 9]/

timezone := /Z|[+-1(?:2[0-3]|[0-1]1[0-9]):[0-5]1[0-9]1/

Figure 5.8: The program iso_datetime_to_json, which parses an ISO 8601 com-
bined date and timestamp into a JSON dictionary.

Constant propagation

In nearly all of our benchmarks, we see a marked improvement in throughput from
the constant propagation, which is what we expected.

Lookahead

The lookahead optimization shows no significant improvement in any of our bench-
marks. It is targeted towards programs that matches on many keywords, and there
are not any good examples of this in among the benchmark programs.
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iso_datetime_to_json (datetimes_250mb.txt 248.55 MB)
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Figure 5.9: Throughput for the program iso_datetime_to_json.

It does have a positive effect which is not measured in the benchmark, namely
that it decreases the number of states in the combined SST and the oracle SST,
thus leading to smaller executable sizes. The difference is negligible, however, and
evidently does not contribute to better runtime performance.

Single SST vs oracle-action split

One of the factors measured in our benchmarks was how well the two-part oracle
and action automaton fares in comparison to a single SST.

In general the data suggests that the single SST tends to be just as fast, if not
faster than the split automaton.

Furthermore, in benchmarks like Figure 5.7 and Figure 5.4, we experience a
significant performance downgrade from using the action-enabled implementation.

We conjecture that the slowdown comes from a number of factors. One factor
could be that the bytecode stream produced by the oracle often is larger than the
original input data, which would throttle the application due to lack of memory
bandwidth. Another factor could be the way we transfer data between transducers.
Currently we use Unix pipes, where an implementation that uses a shared memory
model may improve performance.

The major theoretical advantage of the split approach is that it is inherently
parallel, as it splits up the disambiguation from the actions that are executed. We
conjecture that this allows more computationally expensive actions to be added
without loss of performance, as the bottleneck currently seems to be in the disam-
biguation stage.

Bytecodes of suppressed terms

The removal of unnecessary bytecode generation for suppressed terms had a big
impact on the csv_project3 benchmark, doubling the throughput in on the higher
optimization levels, as seen in Figure 5.10.
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csv_project3 (csv_formatl_250mb.csv 238.42 MB)
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Figure 5.10: csv_project3 with and without suppressed bitcode optimization. The
bars labelled noBSup show the non-suppressed implementation

The efficiency of this optimization depends highly on how large a portion of
the program is suppressed, as well as how many actions are used. For many of our
programs the optimization provides little, if any, benefit, as they often contain few
suppressed terms. On programs that do use suppression, the effect is significant.

Bitcode vs bytecode

The implementation of the action enabled machines uses bytes rather than bits for
sending data from the oracle to the action automaton. This has the disadvantage
that the navigational indices can easily increase the data being processed by a factor
of 2-3x or more.

In order to see if we could obtain any speed gains from moving to bitcodes, rather
than bytecodes, we implemented a bitcode version of the machine and runtime.

As Figure 5.11 and Figure 5.12 show, the bitcode implementation does not
improve on the performance of the programs that are significantly slower with
actions enabled.

As Figure 5.13 shows, no performance gains were obtained in a test where the
pure SST is at the same speed as the action enabled version, either. This suggests
that the memory bandwidth limitations, if any, costs less than the extra operations
required to do bit addressing. This was surprising to us, and it would be interesting
to see if this is the case on other architectures as well.
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csv_project3 (csv_formatl_250mb.csv 238.42 MB)
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Figure 5.11: Bitcode vs. bytecode implementation of csv_project3. The implemen-
tations labelled bits use the bitcode implementation.

700 rotl3 (random_250mb.txt 238.42 MB)
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Figure 5.12: Bitcode vs. bytecode implementation of rot13. The implementations
labelled bits use the bitcode implementation.
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thousand_sep (numbers_250mb.txt 238.42 MB)
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Figure 5.13: Bitcode vs. bytecode implementation of thousand_sep. The implemen-
tations labelled bits use the bitcode implementation.
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5.2 Use cases

In this section we will cover practical use cases for Kleenex, both ones that work
right now and which we have tested, but also uses which are possible with small
changes to the language and the runtime. The aim of this section is to demonstrate
the expressivity and versatility of the language.

Data conversion

Kleenex makes it feasible to define much more complex regular transformations
than traditional regular expression engines. This makes rewriting between regular
data formats an approachable task. In Figure 5.14, we have a program, ini2json,
which rewrites an INI configuration file to a JSON nested dictionary.

start: stripini >> ini2json

// Strips the comments
stripini := (~comment | ~blank | /["\nl*\n/)=*

comment := ws /;["\n]x/
blank := ws /\n/

// Convert the stripped file

ini2json := "{\n" sections "}\n"
sections := (section "," /\n/)* section /\n/
section :=

ind "\"" header "\": {\n" (~/\n/ keyvalues)? ind "}"
header := ~ws ~/\[/ /["\n\11x/ ~/1/ ~ws

keyvalue := ind ind key ": " ~/=/ value
keyvalues := (keyvalue "," /\n/)* keyvalue "\n"

key = ~ws "\"* /[*; \t=\[\nl#/ "\"" ~ws

value := ~ws /"["\n]*"/ ~ws
| ~ws "\"" escapedValue "\"" ~ws

escapedValue := (~/\\/ "\\\\" | ~/"/ "\\\"" | /[™\n]/)*

ws = /[ \t]x/
ind := " "

Figure 5.14: Kleenex program with a pipeline of two transductions. First comments
and blank lines are stripped from an INI file, which is then converted to a specific
JSON representation

The INI file format is regular, with a number of sections, each containing a
number of keys. Most regular expression implementations cannot take advantage of
this regularity, however, as it has Kleene-star depth of 2 for the parts of the format
you would normally wish to extract.



CHAPTER 5. EVALUATION 62

1,200~ ini2json (inifile_25mb.ini 23.84 MB)

1,000~
800 -

600 -

400 -
200 -
- --l-

O & ¢ O 1%
Q@& éé\ @ & ?' & (}q’{\ ;(/ Q(J
o S o 40 o
SEFCHPAC S

Mbit/s

\‘\0‘7 é

LPO
%

Figure 5.15: Throughput of the program ini2json.

In Figure 5.15 the throughput can be seen in comparison to some other languages
that would normally be used for this sort of task.

Man-in-the-middle attacks

An example of such an attack is matching valid HTML forms and changing their
actions. The Kleenex program in Figure 5.16 changes the action to submits the form
to a another server, which can then track the user and gain sensitive information.

Several of Kleenex’s properties makes it a good fit for this domain’. It is easy to
express the conditions to do specifically targeted attacks in Kleenex, such as replacing
a specific form if the title and a few other elements matches. The streaming nature
of Kleenex and smoothly degrading performance makes it hard to detect the attack
based on performance, and makes it feasible to perform the attack on all traffic
that passes through a node, which avoids the problem of filtering traffic and only
applying it to e.g. GET requests.

main := /<form/ sp /action=/ orig@url evil sp />/ main
| /./ main
| o

url :=q? /[""" >1/*x q?

q =~/""/

addq := "\""

sp =/ /%

evil := addq "http://evil.com/?url=" !orig addq

Figure 5.16: Man-in-the-middle attack on HTML pages with forms

3This is a bit worrying to us
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Log rewriting

Kleenex is a good fit for rewriting log files, either to convert them to a common
format, to compress them, or to create tools that can automatically annotate log files
with column names and other information that is implicit in the log format. The
following Kleenex program is of the last kind, as it takes apache log files and tags
each field with its column name.

main := "[" loglines? "]\n"
loglines := (logline "," /\n/)* logline /\n/
logline := "{" host ~sep ~userid ~sep ~authuser sep timestamp sep

request sep code sep bytes sep referer sep useragent "}"

host := "\"host\":\"" ip "\""

userid := "\"user\":\"" rfcl413 "\""

authuser := "\"authuser\":\"" /[~ \n]+/ "\""
timestamp := "\"date\":\"" ~/\[/ /["\n\11+/ ~/1/ "\""
request := "\"request\":" quotedString

code := "\"status\":\"" integer "\""

bytes := "\"size\":\"" (integer | /-/) "\""

referer := "\"url\":" quotedString

useragent := "\"agent\":" quotedString

ws = /[\t ]+/

sep := "," ~ws

quotedString := /" ([""\n]|\\")x"/
integer := /[0-9]+/

ip := integer (/\./ integer){3}
rfcl413 := /-/

Figure 5.17: The apache_log program, which parses and annotates apache log files.

Lexical analysis and syntax highlighting

Kleenex can also be used for lexical analysis, i.e. recognizing the lexemes of a given
programming language, and outputting tokens for a parser to process. Lexers are
typically auto-generated by a lexer generator, such as Flex.[27]

In order for Kleenex to be useful as a lexer, it needs the ability to integrate with
another language and be extended with arbitrary actions as discussed in Section 6.2.

A program demonstrating basic lexing on PL/0 [28] is shown in Figure 5.19.
This is of course a bit contrived, as it is almost as hard to use the generated tokens
as it is to just do the lexical analysis again.

Another closely related problem is syntax highlighting, where lexemes in the
source code needs to be embraced by color codes depending on the environment
in which the program is shown, i.e. custom div tags for web page or color codes
for terminal applications. In Figure 5.20 we show a syntax highlighter for Kleenex
which outputs ANSI color codes.

An actual real world example can be seen in Figure A.2, namely a Kleenex
program that syntax highlights Kleenex programs with pygments ETEX color codes.
All Kleenex programs in this thesis have been highlighted by this program.
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1,200

Mbit/s

Figure 5.18: Throughput comparison on the apache_log program.

main := ((keyword | symbol | ident | number) " " | ws)=x
number := "NUMBER(" digit+ ")"
ident := "IDENT(" letter (letter | digit)x ")"
keyword := /BEGIN|CALL |CONST|DO|END|IF|ODD|PROCEDURE | THEN|VAR |WHILE/
symbol :=
~/\+/ "PLUS" | ~/-/ "MINUS" | ~/\*/ "TIMES" | ~/\// "SLASH"
| ~/\(/ "LPAREN" | ~/\)/ "RPAREN" | ~/;/ "SEMICOLON" | ~/,/ "COMMA"
| ~/\./ "PERIOD" | ~/:=/ "BECOMES" | ~/=/ "“EQL" | ~/<>/ "NEQ"
| ~/<=/ "LEQ" | ~/>=/ "GEQ" | ~/</ "LSS" | ~/>/ "GTR"

digit := /[0-9]/
letter := /[a-zA-Z]/
ws := /[ \t\n\rl]/*

Figure 5.19: Lexer for the instructional programming language PL/0.

Protocol parsing

Some protocols have regular subsets, or are entirely regular, and Kleenex excels at
parsing these. A good example of this are messages in the IRC protocol[29]. The
Kleenex program in Figure 5.21 is almost identical to the BNF grammar given in
the RFC, which made it very easy to implement compared to the complexity of the
protocol.
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main := ( escape | comment | term
| symbol | ignored | wsx )x
term := black /~/ (constant | match | ident) end
| (teal constant | yellow match | blue ident) end

ignored := /[1()|{},:[1/

ident := (letter | /[0-9 1/)+
symbol := yellow /<-|\+=|:=|>>|\*|\?|\+/ end
constant := /"/ ( /\\./ | /["\\"1/ )*x /"/
comment := black ( /\/\/[”"\n]x\n/
| /\/\*["*\/1x\*\// ) end

match = /\// C /I[™\/\nl/ | /\\./7 )+ /\//
escape := /\\\\/

| blue /\\x[0-9a-fA-F]{2}/ end

| /\\[tnrl/
sp =/ /%
letter := /[a-zA-Z]/
word := letter+
ws := /[\t\r\n 1/
red = "\x1b[31m"
green := "\x1b[32m"
yellow:= "\x1b[33m"
blue := "\x1b[34m"
end := "\x1b[39;49m"
black := "\x1b[30m"
teal := "\x1b[36m"

Figure 5.20: Syntax highlighter for Kleenex
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main := (message | "Malformed line: " /[~\r\n]s\r?\n/)=
message := (~/:/ "Prefix: " prefix "\n" -~/ /)?
"Command: " command "\n"
"Parameters: " params? "\n"

~crlf
command := letter+ | digit{3}

prefix := servername

| nickname ((/!/ user)? /@/ host )?

user := /["\n\r @]/+ // Missing \x00

middle := nospcrlfcl ( /:/ | nospcrlfcl )=
params := (~/ / middle ", "){,14} ( ~/ :/ trailing )?

| (~/ / middle y{14} ( / / /:/? trailing )?
trailing := ( /:/ | / / | nospcrlfcl )=

nickname := ( letter | special ) ( letter | special | digit){,10}

host := hostname | hostaddr
servername := hostname
hostname := shortname ( /\./ shortname)*

hostaddr := ip4addr
shortname := (letter | digit) (letter | digit | /-/)* (letter | digit)=x
ipdaddr := (digit{1,3} /\./ ){3} digit{1,3}

letter := /[a-zA-Z]/

digit /10-91/

hexdigit := /[a-fA-F0-91/

crlf := /\r?\n/

nospcrifcl := /["\n\r :1/ // Missing \x00
special := /[\][\\‘'_"{|}]/

Figure 5.21: The program irc, which parses the IRC protocol.
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irc (irc_250mb.txt 238.42 MB)

450

Figure 5.22: Throughput of the program irc.
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5.3 Comparison

In this section we compare Kleenex with DReX and Ragel, two other projects that
have use cases in common with Kleenex, based on performance and expressive
power.

DRex

DReX is a declarative language which was presented in [1]*. It is based on a set of
combinators which can express all regular string transformations[21].

In the paper [1] they present a number of benchmark programs to demonstrate
the expressivity of their language. We have written equivalent Kleenex programs,
shown in Figure 5.23.

// delete_comm
delete_comm := (~/\/\// ~line | line)=*
line := /["\n]*\n/

// insert_quotes
insert_quotes := ("\"" /[a-zA-Z]+/ "\"" | /./)*

// get_tags
get_tags := (/<[">]*>/ | ~/./)*

// reverse
reverse := (a@/[";]1*;/ c@('a !'b) b@('c))* !'b

// swap_bibtex and align_bibtex
swap_bibtex := (header fieldx !title put_rest footer)x
align_bibtex := head@header field+ foot@footer

('head head@header put_rest fieldx !title !foot foot@footer)=x

field := title@(sp /title/ sp /=/ sp /\{["}]*},?\n/)
| f@(sp word sp /=/ sp /\{["}]1*},?\n/) [ rest += f ]

header := /@/ word sp /\{/ sp alnum /,\n/
footer /}/ (sp|/\n/)*
put_rest := !rest [ rest <- "" ]

word := /[A-Za-z_]+/
alnum := /[A-Za-z0-9_]1+/
sp := /[ \tl/x

Figure 5.23: Kleenex versions of the programs presented in the DReX paper from
POPL 2015 [1]

To be able to properly compare implementations, we also wanted to benchmark
our implementation against theirs. However, we were unable to get their imple-
mentation to work with more than 2 MB of input data. We did run a benchmark
of swap-bibtex with this low amount of data, the results of which can be seen in
Figure 5.24 and Figure 5.25. Similar results were achieved for the other programs.

4 An online version is available at http://drexonline.com
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drex_swap-bibtex (bibtex_2mb.bib 1.91 MB)
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Figure 5.24: Throughput of the program drex_swap-bibtex on 2 MB of input data.

drex_swap-bibtex (bibtex_2mb.bib 1.91 MB)
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Figure 5.25: Execution time of the program drex_swap-bibtex on 2 MB of input
data.

In their benchmark they build the program AST directly instead of providing
source code, and the paper does not provide the full source code either. Thus we are
unable to present any of the full DReX programs we tested against.

We personally find it easier to grasp and use Kleenex compared to DReX. While
DReX is theoretically quite expressive and elegant, we find it much too cumbersome
for practical purposes.
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Ragel

Ragel[20] is an open source state machine compiler targeted at input validation, pars-
ing, and protocol implementations. The syntax of Kleenex used Ragel as inspiration,
and thus the languages have a similar look and feel.

A Ragel program consists of one or more Finite State Machine definitions, which
is embedded in a host language that Ragel supports’. A FSM consists of several
variables containing the normal regular expression operators, extra operators such as
intersection and difference, and user defined actions. These actions consists of code
fragments from the host language, so the user can perform arbitrary computation
at any point in the machine. The Ragel compiler translates the state machines into
the host language, so the end result is a file in the host language without external
dependencies.

Ragel does not perform disambiguation. It is up to the user to specify the order
in which the rules are tried by giving them priorities, and to make sure that all
ambiguity is resolved before actions are encountered. While this does not matter
much when writing e.g. parsers, it makes some of the string transformations in the
benchmark prohibitively difficult to write. As an anecdotal data point, we gave up
trying to express ini2json in Ragel after trying for an entire day.

Currently Kleenex and Ragel fill different niches. Ragel has wide language sup-
port, and is excellent for specifying state machines that would otherwise be imple-
mented ad-hoc in the host language. Kleenex is currently better at string to string
rewriting, but is unable to integrate with other languages. A better comparison can
be made if Kleenex is extended with support for integration with other languages.

For string transformations, the performance of Ragel and Kleenex is comparable,
mostly with a small lead to Kleenex in our benchmarks.

The Ragel program flip_ab we wrote for the benchmarks above can be seen in
Figure 5.26.

SRagel currently supports C, C+ +, Obj-C, C#, D, Java, Go and Ruby
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#include <string.h>
#include <stdio.h>
#include <sys/time.h>
#include <stdint.h>
#include <inttypes.h>

#define BUFFER_SIZE (200%1024%1024)
char buffer[BUFFER_SIZE] = {0};
char outchar;
%%{
machine flip_ab;
action out {
fputs(&outchar, stdout);

}

a="'a" > { outchar = 'b’"; };
b="'b">{ outchar = 'a’; };
main := (a | b)*x $ out;

%% write data;

int main(int argc, char xxargv) {
int cs;
char xeof;

while(fgets(buffer, sizeof(buffer), stdin)) {
char xp = &buffer([0];
char xpe = p + strlen(buffer);
%% write init;
%% write exec;

fputc('\n’, stdout);
if(p+l !'= pe) {

fprintf(stderr, "matching failed (%p %p)!\n", p,
return 1;

return 0;

pe);

Figure 5.26: The Ragel implementation of flip_ab
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Conclusion

6.1 Related work

Streaming string transducers (SSTs) were first introduced by Alur, Cerny[30]. They
are equivalent to a combinator language[21], which are used in the language DReX[1].

Kearns [31], Frisch and Cardelli [32] devise a 3-pass linear-time greedy regular
expression parsing. Grathwohl, Henglein, Nielsen, Rasmussen devise a linear-time
two-pass [33] and an optimally streaming [9] greedy regular expression parsing
algorithm. The latter algorithm can be made linear-time by dropping the optimality
requirement.

SSTs can be extended to cost register automata, where output strings are general-
ized to arbitrary monoids[34]. They belong to the complexity class NC[35] and are
thus inherently parallelizable. Similarly, Veanes, Molnar, Mytkowics use symbolic
transducers[36, 37, 12] to extend BEK[38] with data parallelism[39].

6.2 Future work

The current implementation does not currently ensure that the programs received
are properly tail recursive, or that they do not contain problematic paths. To detect
proper tail recursion, one could construct a directed graph of the nonterminals,
adding a strong edge between nonterminals that must be of different order, and a
weak edge between nonterminals that may share different order. The problem is
then reduced to finding strongly connected components containing a strong edge.

Fully determinizing the oracle OFT into an SST can lead to a large blowup
in the number of states. For those problematic machines, adaptively choosing to
compile down to an implementation that simulates the OFT directly could make
some currently intractable problems tractable. For those cases, one would likely
expect a performance hit.

Compiling the machines down to use multi-striding may lead to speedup in
execution times, as similar results have been seen on NFAs [40].

The machines could be compiled down to use jump tables, rather that the current
goto construction. Judging by the benchmarks run against Ragel, the goto approach
seems likely to perform better, however, this may be worth exploring.

Allowing the user to define functions on terms would allow for more flexible
code re-use. As an example, to use a color in Figure 5.20, the programmer needs
to use both a color start, as well as an end tag. This could benefit from allowing
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the user to declare macro functions on the term level. Implementation can be done
purely as a desugaring operation.

Extending Kleenex to allow more complex actions could allow the language to
be useful in more situations.

A useful extension of the action language would be the ability to run a transducer,
or a pipeline consisting of several transducers, on the contents of a given register,
transducing the result into another register. This would allow the programmer to
separate matching from rewriting. It would also give the programmer a tool for
combatting exploding oracle SST sizes, by letting them decompose their problem.
The existing infrastructure can be reused for implementing this, mainly requiring
implementation of input redirection. This could be done in the same fashion as the
output redirection provided by the push/pop actions.

Allowing more complex code, either a DSL, arbitrary C-code or similar as
actions could allow a programmer to leverage the parsing capabilities of Kleenex,
without the indirection of having to parse Kleenex’ generated output.

In the same vein, having the Kleenex compiler generate shared libraries could
make the language feasible as a parser inside another program. One could imagine
an IRC daemon using Kleenex to parse the protocol into its constituent parts, a
program using Kleenex to build up a syntax tree for an INI file, and so on.

Compilation of an OFAT with a limited set of actions down to an single SST
could yield a potential speedup, as we have observed a general tendency for our
single SST implementation to be faster than the split oracle-action version.

The current implementation makes use of separate processes with Unix pipes for
communication in the implementation of the pipeline, as well as between the oracle
and action automata. Using threading or a similar shared memory-space model may
give performance benefits, at the cost of an increase in complexity.

Shared memory space between the different phases could make parallel evalu-
ation of two or more transducers on the same input an area of exploration. One
possible semantics could be, that two the parallel transducers evaluate to the longest
common prefix of their transductions, or each could possibly transduce into their
own buffer, allowing a subsequent transduction to merge them.

6.3 Closing remarks

We have extended the Kleenex language with support for actions, allowing for more
complex transductions to take place. As a theoretical basis for this extension we
have introduced a family of transducers we call ordered finite action transducers
(OFATs), and shown how they can be simulated using two automata, a streaming
string transducer oracle, and an action automaton which is capable of evaluating
arbitrary actions along its path. We also show that an OFAT with the Kleenex core
actions is equivalent to an NSST.

We have defined a core subset of Kleenex and defined its semantics in terms of
the OFAT model, and shown how to rewrite the full Kleenex language to this core
language.

We have shown that by compiling an OFT to an SST and implementing registers
as dynamic arrays, we can achieve worst case O(mn) transduction times when our
register actions are not used, where m is the number of states in the OFT and n is
the input size. This matches the implementation, which shows linear transduction
times for fixed automata. Further, we have shown that it is possible to implement
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general Kleenex actions with O(nm?(r + 1)) worst case transduction times, where
m is the number of states in the OFT, n is the size of the input, and r is the number
of registers used in actions.

We have extended the repg Kleenex implementation with concept of a pipeline,
making multi-phase transductions more practical for the programmer.

To test the performance and expressiveness of Kleenex and our extensions, we
have constructed programs that demonstrate the expressiveness of Kleenex compared
to other languages and tools. We have conducted benchmarks against these languages,
achieving good performance characteristics on large amounts of data.

Finally we have contributed to a paper about the Kleenex language and compila-
tion process, which is currently in review for the 2016 Symposium on Principles of
Programming Languages (POPL).
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data Table delta = Table { tblTable :: [[delta]], tblDigitSize :: Int }
deriving (Eq, Ord, Show)

newtype ConstId = ConstId { getConstId :: Int } deriving (Eq, Ord, Show)
newtype BlockId = BlockId { getBlockId :: Int } deriving (Eq, Ord, Show)
newtype TableId = TableId { getTableIld :: Int } deriving (Eq, Ord, Show)
newtype BufferId = BufferId { getBufferId :: Int } deriving (Eq, Ord, Show)

data Expr =
SymE Int -- ~ next[i] (i less than value of AvailableSymbolsE)
| AvailableSymbols -- ~ Number of available symbols
| CompareE Int [Int] -- ~ Compare(&next[i], str, length(str))
| ConstE Int
| FalseE
| TrueE
| LteE Expr Expr
| LtE Expr Expr
| GteE Expr Expr
| GtE Expr Expr
| EQE Expr Expr
| OrE Expr Expr
| AndE Expr Expr
| NotE Expr
deriving (Eq, Ord, Show)

data Instr delta =

AcceptI -- ~ accept (Program stops)
| Faill -- ~ fail (Program stops)
| AppendI BufferId ConstId -- "~ buf := buf ++ bs
| AppendTblI BufferId TableId Int -- ~ buf := buf ++ tbl(id) (next[i])[0 .. sz(id) - 1]
| AppendSymI BufferId Int -- ~ buf = buf ++ next[i]
| Concatl BufferId BufferId -- 7~ bufl := bufl ++ buf2; reset(buf2)
| ResetI BufferId -- ™ bufl =[]
| AlignI BufferId BufferId -- 7~ align bufl buf2. assert that bufl is empty, and

-- make sure that subsequent writes to bufl are aligned

-- such that concatenating buf2 and bufl with the current
-- contents of buf2 will be efficient.

-- This instruction is a hint to the runtime, and does not
-- affect the final result.

| IfI Expr (Block delta) -- ~if (e :: Bool) { ... }

| GotoIl BlockId -- 2~ goto b

| NextI Int Int (Block delta) -- ~ if (!getChars(min,max)) { ... }

| ConsumeI Int -- ~ next += 1

| ChangeOut BufferId -- ~ change the output buffer to buf, push old one to the stack
| RestoreOut -- ~ pop to the previous output buffer

deriving (Eq, Ord, Show)

type Block delta = [Instr deltal

data Program delta =

Program

{ progTables :: M.Map TableIld (Table delta)
, progConstants :: M.Map ConstId [deltal

, progStreamBuffer :: BufferId

, progBuffers :: [BufferId]

, progInitBlock :: BlockId

, progBlocks :: M.Map BlockId (Block delta)
}

deriving (Eq, Show)
-- | A pipeline consisting of programs, either from fused automata or from pairs of

-- bitcode and action automata.
type Pipeline delta gamma = Either [Program delta] [(Program delta, Program gamma)]

Figure A.1: The intermediate language definition
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start: syntax

syntax := "\\begin{KleenexVerb}\n" (
color_comment suppressed end
color_match match end
color_string constant end
comment

color_ident ident end
color_symbol symbol end
ignored

ws)* "\\end{KleenexVerb}\n"

suppressed := tilde (matchingPar3 | ident | match)
matchingPar3 := /\(/ (/["~()]1/ | matchingPar2)x /\)/
matchingPar2 := /\(/ (/[~()]1/ | matchingParl)x /\)/
matchingParl := /\(/ /[~()1/x /\)/
ignored := curlystart | curlyend | /[1()]|,:[1/
ident = (letter | /[0-9_1/)+
symbol  := /<-|\+=|:=]>>|\x|\?|\+]|!|@/
constant := dquote (/[”\x5C"'}{]/ | curlystart | curlyend
| squote | color_escape escape end)x* dquote
comment = onelineComment
match = /\// (color_escape escape end | curlystart
| curlyend | /[™\x5C\/\nl/)+ /\//

escape := bs bs

| bs /x[0-9a-fA-F1{2}/

| bs (/[tnr \1[+?«x()1/ | /\//)

| bs dquote

| bs curlystart
onelineComment :=

81

color_comment /\/\// (/["\n\x5C]/ | color_escape escape end)* end /\n/

letter :=

dquote
tilde
bs
squote

/la-zA-2]/
word := letter+
ws := /[\t\r\n 1/

curlystart :

curlyend

color_stri

ng

color_comment

color_matc
color_iden
color_symb
color_esca

end ="

h
t
ol

pe

3

~/"/  "\\PYZdq{}"
~/~/  "\\PYZti{}"
~/\\/ "\\PYZbs{}"
~/"/  "\\PYZsq{}"
~/\{/ "\\PYZob{}"
~/}Y/  "\\PYZcb{}"

1= "\\PY{l+s}{"

:= "\\PY{c+c1}{"
1= "\\PY{l+s+sx}{"
:= "\\PY{n+nf}{"
1= "\\PY{o}{"

1= "\\PY{esc}{"

Figure A.2: The code used for syntax highlighting all Kleenex code in this paper.
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Kleenex: Compiling Nondeterministic Transducers
to Deterministic Streaming Transducers

Abstract

We present and illustrate Kleenex, a language for expressing gen-
eral nondeterministic finite transducers, and its novel compilation
to streaming string transducers with essentially optimal streaming
behavior, worst-case linear-time performance and sustained high
throughput. In use cases it achieves consistently high throughput
rates around the 1 Gbps range on stock hardware, performing well,
especially in complex use cases, in comparison to both specialized
and related tools such as AWK, sed, grep, RE2, Ragel and regular-
expression libraries.

Categories and Subject Descriptors D.3.1 [Formal Definitions
and Theory]: Semantics; D.3.2 [Language Classifications]: Spe-
cialized application languages; F.1.1 [Models of Computation]:
Automata

Keywords regular, automaton, nondeterministic, transducer, de-
terminization, streaming

1. Introduction

Imagine you want to implement syntax highlighting. This can be
thought of as parsing the input into its tokens and processing each
token according to its class. For illustration, assume we have one
keyword, for, and alphabetic identifiers as the only tokens. The
lexical structure of the input is essentially described by the regu-
lar expression (RE) ((for|[a — z]*) ), where whitespace is, for
simplicity, represented by the single blank between the two closing
parentheses. This scenario highlights the following:

Ambiguity by design. The RE is ambiguous. The intended seman-
tics is that the left alternative has higher priority than the right.
This is greedy disambiguation: Choose the left alternative if
possible, treating e* as its unfolding ee*|1. Accordingly, in our
example for matches the left alternative, not the right.

Regular expression parsing. Note that the RE has star height 2;
in particular, we need to parse the input under multiple Kleene
stars. For our RE the parse of a string is a list of segments
(corresponding to the outer Kleene star), with each segment
represented by a pair, a token and whitespace (corresponding
to concatenation), where each token is tagged (corresponding to
the alternation) to indicate that it is either the keyword for or an

[Copyright notice will appear here once *preprint’ option is removed.]
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identifier; an identifier, in turn, consists of a list (corresponding
to the inner Kleene star) of characters.

Output actions. We need to output something, the highlighted to-
kens, not just accept or reject a string as is done by finite au-
tomata. Note that output actions are not specified in our RE.

We would like to do the highlighting in a streaming fashion, using
as little internal storage as possible and performing output actions
as early as they are determined by the input prefix read so far, at
a high sustained input processing rate, in particular in worst-case
linear-time in the length of the input stream with a low factor de-
pending linearly on the size of the RE. We would like to accom-
plish this automatically for arbitrary REs (or similar input format
specification) and output actions, with speeds that in practice adapt
to how much output actually needs to be produced; in particular,
performance should gracefully approach pure acceptance testing as
more and more output actions are removed. How?

It turns out that the set of parses are exactly the elements of the
RE read as a type [23, 30]: Kleene-star is the (finite) list type con-
structor, concatenation the Cartesian product, alternation the sum
type and an individual character the singleton type containing that
character. A Thompson automaton [52] represents an RE in a strong
sense: the complete paths—paths from initial to final state—are in
one-to-one correspondence with the parses [27]. If a string has 4
parses (e.g. “for for ), then there are exactly 4 complete paths ac-
cepting it. Let us look at bit closer at a Thompson automaton: It
is nondeterministic, with e-transitions, easily constructed, having
O(m) states and transitions from an RE of size m. It has exactly
one initial and one accepting node. Every state is either nondeter-
ministic: it has two outgoing e-transitions (“left” or “right”); or it
is deterministic: it has exactly one outgoing transition labeled by
€ or an input symbol, or it is the final state, which has no outgo-
ing transition. Every complete path is determined by a sequence
of bits used as an oracle [27]. Starting with the initial state, follow
all outgoing transitions from deterministic states; upon arriving at
a nondeterministic state query the oracle to determine whether to
go left or right, until the final state is reached. The bit sequence of
query responses yields a prefix-free binary code for the string ac-
cepted on the designated path. This bit-code can also be computed
directly from the RE underlying the Thompson NFA [30, 40]. Since
a bit-code represents a particular parse, a string can have multiple
bit-codes if and only if the RE (and thus Thompson automaton) is
ambiguous: The greedy parse of a string, which we are interested
in, corresponds to the lexicographically least amongst its bit-codes
[27].

The greedy RE parsing problem is producing this lexicograph-
ically least bit-code for a string matching a given RE. This can be
done by an optimally streaming algorithm, running in time linear in
the size of the input string for fixed RE [28]: The bits in the output
are produced as soon as they are uniquely determined by the in-
put prefix read so far, assuming the input string will eventually be
accepted. The algorithm maintains an ordered path tree from the
initial state to all the automata states reachable by the input prefix
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read so far. A branching node represents both sides of an alterna-
tion that are both still viable. The (possibly empty) path segment
from the initial state to the first branching node is what can be out-
put based on the input prefix processed so far, without knowing
which of the presently reached states will eventually accept the rest
of the input. This works for all REs and all inputs; e.g., it automat-
ically results in constant memory space consumption for REs that
are deterministic modulo finite look-ahead, e.g. one-unambiguous
REs [16].

Let us step back a bit. It is possible to aggressively (“earliest
possible”) and efficiently stream out the bit-code of the greedy
parse of an input string under a given RE as the input is streaming
in: worst-case linear time in the input string size, no backtracking
and each input symbol can be processed in time O(m), linear in
the size of the RE and of its Thompson NFA. (Here it is critical
that Thompson NFAs have e-transitions since equivalent e-free
automata require 2(m logm) transitions [43] and standard e-free
NFA-constructions [7, 24, 31] even (m?).)

Coming back to our syntax highlight problem we can use this
algorithm to parse the input, build the parse tree from the bit-code
and recursively descend it to perform the syntax highlighting. We
might (correctly) suspect that the highlighting can be done by pip-
ing the bit-code into a separate highlighter process, eliding the ma-
terialization of the bit-code." In this paper we show we can do bet-
ter yet: The algorithm can be generalized to simulating arbitrary
nondeterministic finite-state transducers, NFAs with output actions.
Furthermore, we can compile their nondeterminism away by pro-
ducing theoretically and practically very efficient streaming string
transducers [3, 4, 6].

1.1 Contributions
This paper makes the following novel contributions:

® An aggressively streaming algorithm for nondeterministic finite
state transducers (NFST) for ordered output alpabets, which
emits the lexicographically least output sequence generated by
all accepting paths of an input string. It runs in O(mn) time,
for automata of size m and inputs of size n.

e An effective determinization of NFSTs into a subclass of
streaming string transducers (SST) [6], finite state machines
with string registers that are updated linearly when entering the
state upon reading an input symbol. The number of registers re-
quired adapts to the number of output actions in the NFST: The
fewer output actions the fewer registers. In particular, without
special-casing, no registers are generated—yielding a determin-
istic finite automata (DFA).

e An expressive declarative language, Kleenex, for specifying
NFSTs with full support for and clear semantics of unrestricted
nondeterminism by greedy disambiguation. A basic Kleenex
program is a context-free grammar with embedded semantic
output actions, but syntactically restricted to ensure that the
input is regular.’ Basic Kleenex programs can be function-
ally composed into pipelines. The central technical aspect of
Kleenex is its semantic support for unbridled (regular) nonde-
terminism and its effective determinization and compilation to
SSTs, thus both highlighting and complementing their signifi-
cance.

e An implementation, including some empirically evaluated op-
timizations, of Kleenex that generates SSTs and sequential ma-
chines rendered as standard single-threaded C-code, which is
eventually compiled to X86 machine code. The optimizations,

I All Kleenex code in this paper was highlighted with a Kleenex program
emitting I&TEX-commands.

2 This facilitates avoiding the Q(M (n)) lower bound for context-free gram-
mar parsing, where M (n) is the complexity of multiplying n X n matrices.
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which are neither conclusive nor final, illustrate the design ro-
bustness obtained by the underlying theories of ordered NFST’s
and SST’s.

Use cases that illustrate the expressive power of Kleenex, and
a performance comparison with related tools, including Ragel
[53], RE2 [50] and specialized string processing tools. These
document Kleenex’s consistently high performance (typically
around 1 Gbps, single core, on stock hardware) even when com-
pared to expressively more specialized tools with special-cased
algorithms and tools with no or limited support for nondeter-
minism.

2. Transducers

The semantics of Kleenex will be given by translation to non-
deterministic finite state transducers, which are finite automata
extended with output in a free monoid. In this section, we will
recall the standard definition (see e.g. Berstel [10]). Since Kleenex
is deterministic, we also need to define a disambiguated semantics
which allows us to interpret any non-deterministic transducer as
a partial function, even when it may have more than one possible
output for a given input string.

In the following, an alphabet is understood to be a finite subset
{0,1,...,m — 1} C NN of consecutive natural numbers with their
usual ordering. We fix two alphabets 3 and I' called the input and
output alphabets, respectively.

Definition 1 (Finite State Transducer). A finite state transducer
(FST) over &, T'is a structure 7 = (3, T,Q, ¢, ¢/, E) where

® () is a finite set of states;
*q, qf € (@ are the initial and final states, respectively;
e £:Q % (2U{e}) x (TU{e}) x Q is the transition relation.

We write ¢ 2% ¢’ whenever (q,z,vy,q') € E. The support of

q € Q is defined as supp(q) = {z € ZU{e} | I¢',v.q 2, q}.
A pathin T is a sequence of transitions

z1|y1 z2|y2 Tn|Yn
q1 n

It has input label uw = x1x2...x, and output label v = y1y2...yn (€

denotes the empty string). We write qo SN gn if a path from go
to g, with input label u and output label v exists.

T is normalized if for every state ¢ € Q, either supp(q) =
{e} or supp(q) C %; and furthermore supp(g¥) C 3. We write
q | for ¢ such that supp(gq) C X. The formulation of our simula-
tion algorithm in Section 4 becomes simpler when restricting our
attention to normalized transducers, since we can take advantage of
the following separation property:

Proposition 1. If T is normalized, then p LolE 1 if and only if
there exists a q such that z = xy and p LN q i% r .

Definition 2 (Relational Semantics). An FST 7 denotes a relation
[T] C =* x T with (u,v) € [T]iff ¢~ ~% ¢ .

The relations definable as FSTs are the rational relations [10].
In the special case where for any u € X* there is at most one
v € I'" such that (u,v) € [T], the transducer computes a partial
function. Any FST can be translated to an equivalent normalized
FST.

In the following we give a refined semantics which allows
us to interpret any FST as denoting a partial function, using the
assumed ordering on alphabets to disambiguate between outputs.
Our semantics requires restricting paths to be nonproblematic [23]:

If a path contains a non-empty loop ¢ — > ¢ with empty

input label, then the path is said to be problematic, otherwise it is
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nonproblematic. If there is a nonproblematic path from g to ¢’ with

. . u|v 7
labels u, v, then we write a subscript on the arrow: ¢ —np ¢'.
The output words (elements of I'*) are lexicographically or-
dered: w1 < wo if either w; is a prefix of wa, or there exist
words w’, w}, w) and symbols by, by € T such that w; = w'byw},
wa = w’bawh and by < ba. We use the ordering on output words
to choose a single path from a non-empty set of paths:

Definition 3 (Functional Semantics). Any transducer 7 denotes a
partial function [7]< : ¥* — I'" U {0} where
. — ulv
[T]<(u) = min{v | ¢~ “p ¢}

Note that a partial function A — B U {0} is considered here
to be a map A — 28 where the cardinality of every subset in its
range is at most two, and we tacitly identify elements a € A with
their singleton sets {a}.}

Why the restriction to nonproblematic paths? Consider the fol-
lowing transducer 7

€/0

W0,

Then min{v | g1 5 ¢»} = 0, as evidenced by the following in-
finitely descending chain of outputs: 1 > 01 > 001 > 0001 > ....
Operationally, such a chain corresponds to a non-terminating back-
tracking search. On the other hand, the number of nonproblem-
atic paths with a given input label is always finite, ensuring well-
foundedness of the lexicographic order. Every problematic path has
a corresponding nonproblematic path with the same input label;

consequently, dom([7]<) = dom([T7]).

3. Kleenex

The core syntax of Kleenex is essentially that of right regular gram-
mars extended with output actions and choice operators. Semanti-
cally, a Kleenex program denotes a function which transforms an
input string from a regular language into a sequence of action sym-
bols, with the caveat that if the input grammar is ambiguous, then
the production rules are chosen according to a greedy leftmost dis-
ambiguation strategy.

We will first present the abstract syntax of core Kleenex, which
is given a semantics in terms of the transducers introduced in
Section 2.

Definition 4 (Kleenex syntax). Let 3 and I' be two alphabets. A
Kleenex program is a non-empty list p = dod . . . d,, of definitions
d;, each of the form Nj;:=t;, where t; is a term generated by the
grammar:

tu=1|N|at]|"b"t|tolts

In the above, N is assumed to range over some set of non-terminal
identifiers { N1, ..., Ny, }, a € 3 over input symbols and b € T over
output actions.

We restrict the valid Kleenex programs to those where there is
at most one definition for each non-terminal identifier.

Let p be a Kleenex program over non-terminals { N1, ..., Ny }.
We define a set of states (), and two transition relations E?, E;S as
the smallest sets closed under the following rules:

N; €
[3 QP A c (N1 = tz)
ti € Qp (Niye,6t;) € ERNES

N1 € Qp

3 In other words, we adjoin an element to model partial functions as total
functions to pointed sets.
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main := odd “/a/ Nmain 2= Nodd | Neven
| even ”/a/ N, c=qga"b" "b" N.

odd := “/aa/ "bb" odd odd odd
| wen I"c"a1l

even := “/a/ "c" even Neven :=a "c" Neven|"0" a 1
|

npn

e/e ¢fe €/b
€ _0—>0—>0—>

@—>
e/c €fe

€/e
@—>

c —>0—>@

e/b €fe

Figure 1: In the top left is a Kleenex program in the surface syntax and
on the right is the desugared version. Below, the oracle transducer and
action machine is shown, from left to right. The transduction realized by
the program maps a?"+1 to b2"¢, and a2 to c2™b, respectively.

at € Qp
teQp (at,a,et)€ES (at,eet) € Ep
Ilbllt c Qp
teQp ("b"teet)e ES ("b"tebt) € ER
tolt1 € Qp

(t(] |251,E,0,t0)7 (t0|t1,€, 1,t1) c E}E
(tolt1,0,¢,t0), (tolt1,1,¢,t1) € Ep

The sets are easily seen to be finite. They define two transducers, an
oracle 7;,C =(%,2,Qp, N1, 1, Eg) and an action machine 7;A =
(2,1, Qp, N1, 1, E;,\), where 7;A is easily seen to be deterministic,
and 7;7C is non-deterministic and possibly ambiguous. The oracle
intuitively translates an input string to a set of codes for the possible
paths through p which reads the given string. The action machine
translates a code to a sequence of actions.

Disambiguating according to the greedy leftmost strategy cor-
responds to choosing the lexicographically least code, and we can
thus define the semantics as follows:

{to,t1} C Qp

Definition 5 (Kleenex semantics). Let p be a Kleenex program and
let 7;: and 7;,A be defined as above. The program p denotes a partial
function [p] : ¥* — I'* U {0} given by

[Pl = [0 [T )<

3.1 Syntactic sugar

The full syntax of our language is obtained by extending the syntax
of core Kleenex with the following term-level constructors:

to=.. | " | Je/ |t | to-tr | tx | t+ ] 7
| t{n} [ t{n,} [ t{,m} [ t{n,m}

where v € T, n,m € N, and e is a regular expression.
The term "ov" is just shorthand for a sequence of action sym-
bols. The regular expressions are special versions of Kleenex
terms that do not contain identifiers. They always desugar to
terms that output the matched input string: The sugared term
/e/ adds a default action "«(a)" after every input symbol a in
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e using a given default action map « : ¥ — [I'. For exam-
ple, the regular expression /a*|b{n,m}|c?/ becomes the term
(a"a")*1(b"b"){n,m}|(c"c")?. A suppressed subterm is writ-
ten ~t, and it desugars into ¢ with all action symbols removed.
Composition ¢ - t1 allows general sequential composition instead
of the strict cons-like form of the core syntax. The operators -*, -+
and -7 desugar to their usual meaning as regular operators, as do
operators -{n}, -{n,}, {,m}, and -{n,m}.

By convention, the nonterminal named main is the entry point
to a Kleenex program.

The desugaring can be described more precisely by a desug-
aring operator D[-,-]. The result of desugaring a program p =
di ...d, with initial term Np:= ¢; is a program with initial term
N7{:=D][t1, 1] which furthermore is a solution to the following set
of equations:

D1, k] =D["1,k] =k
D["b1...bp", k] ="b1"..."bpy" k
D[~ ("b" t), k] = D["t, k]
Dlat, k] = a D[t, k]
D[ (at), k] = a D[t k]
D[ (tolt1), k] = D[ to, k] | D[ t1, k]
D[N, k] = Np[e,x] (where N :=1)
D[N, k] = Np[-¢,x] (where N:=1t)
Dl/e/, k] = D[te, k]
Dlto - t1, k] = D[to, D[t1, k]]
D[[to |1, k‘ﬂ = 'Dﬂtm k]] |D[[t1, /C]]
Dt*, k] = D[t, D[t*, k]] 1 k
D[t+, k] = D[¢, D[t*, k]]
Dltz, k] = D[t, k] 1 k
In the above, a non-terminal name /N; on the right-hand side of
an equation implies the presence of a definition N;:= ¢, and the
term ¢, corresponds to the regular expression e as described above.
The range patterns are just expanded and then further desugared.
The system does not always have a well-defined solution: The

generalized composition operator of sugared Kleenex allows one to
write non-regular grammars, for example:

A:=(aA) - bl1.

A program that does not have a well-defined desugaring is not
considered to be well-formed, and we will not attempt to give it
a semantics.

3.2 Custom register updates
We extend the syntax of Kleenex further with register actions:
tu=...|RQt|'R
| [R<-(R|"v")*]
| [R+=(R|"v")*]

where R is a lower-case register name. Intuitively, these constructs
allow one to store actions and perform them later. Writing R @ ¢
redirects all actions that would have resulted from running ¢ into
the register R, which can be performed later by writing ! R. The
register R can be either set to a sequence of actions (R | "v")* or
appended with them, using the <- and += construct, respectively.
At first glance it seems like adding custom register updates to
Kleenex significantly alters the language and moves beyond the
semantics discussed so far. However, the only requirement on the
output actions is that they form a monoid, so this is not the case.
We simply add actions like “set register R to v” as output symbols
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along with the output symbols !v. The output redirection caused
by the - @ - operator can be understood as a push operation: when
R @t is written it means that in the scope of ¢ the topmost register
is R. If there are other redirection symbols in ¢, these will come in
and out of scope as they are pushed and popped to the stack.

As an example, the following program swaps two input lines
by storing them in registers a and b and outputting them in reverse
order:

a@line b@line !b 'a
/["\nl*\n/

main
line

4. Simulation and determinization

In this section, we specify an algorithm for simulating FSTs under
the functional semantics, allowing us to efficiently evaluate the
oracle transducer defined in Section 3. We also show how the
simulation algorithm can be implemented by finite deterministic
streaming string transducers [3] whose states are identified by
equivalence classes of simulation states. The latter construction
gives a deterministic machine model for Kleenex programs which
can be compiled to efficient code for executing on hardware.

We note that non-deterministic transducers are strictly more
powerful than their deterministic counterparts, and can thus not al-
ways be determinized in general. Determinization procedures ex-
ist [9, 54] which result in a deterministic transducer with an infinite
state set in the general case, and a finite state set if and only if the
underlying transduction is subsequential [10, 44]. The oracle trans-
ducers of Kleenex programs are not subsequential in general. Our
simulation algorithm is also different from the existing methods for
determinizing transducers by also taking disambiguation into ac-
count.

In the following we fix a transducer 7 = (2, A, Q, ¢, ¢¢, E).
We will assume that 7 is normalized, and that it furthermore
satisfies the following property:

Definition 6 (Prefix-free transducer). 7 is said to be prefix-free if
for all p,q,q" € Q7 where supp(q),supp(q’) C ¥ we have that

itp 2% gandp 2% ¢ theny £ .

It is easy to verify that the oracle transducers constructed Sec-
tion 3 are both normalized and prefix-free. Note that they will al-
ways have A = 2, but our construction generalizes to oracle al-
phabets of all sizes.

4.1 Generalized state set simulation

Let D be a finite and totally ordered set, and write S(D, Q) for the
set of partial functions Q@ — D™ U {(}. Elements A € S(D, Q)
can be seen as generalized subsets of () where every member g is
labeled by some element A(g) € D*, and every non-member has
Ag) = 0.

We extend word concatenation in D* to the set D* U {0} by
setting 0 = ) = Qz. For u,v € D* U {0}, writew < vifuisa
prefix of v, i.e. there is a unique w such that v = uw. Write u < v
if w has length at least one. Let u A v refer to the longest p such
that u = pu’ and v = pv’ for some v, v’. Note that in view of this
definition, () becomes a neutral element with u A ) = ©w = 0 A .

We define aright action - : S(D, Q) x £* — S(DUA, Q) on
the generalized state sets as follows:

Definition 7 (Right action). Let A € S(D,Q) and v € £*. We
define

(A-u)(q) = min{A(p)v | p “Prnp g 1}

When D = A the right action can be seen as a map S(A, Q) X
¥* — S(A, Q). It is easily seen that the right action is related to
the functional semantics in the following way:
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Proposition 2. Let A(q) = cif ¢ = q~ and A(q) = 0 otherwise.
Then (A -u)(¢’) = [T]<(w).

A generalized subset A € S(D, Q) is said to be prefix-free
if A(p) A A(q) for all p,q € Q. When T is normalized and

prefix-free, the right action preserves prefix-freeness of generalized
subsets and commutes with word concatenation:

Proposition 3. [f T is normalized and prefix-free and A is prefix-
free, then for all u,v € X%,

1. A - u is prefix-free; and
2. (A-u)-v=A uv.

Proof. The first property follows directly by A and 7 being prefix-
free. For the second, we have for r € @,

((A-u)-v)(r)

= min{(A - u) qy|q np"”i}

e a by g e 1)

()
= min{min{A(p)z | p
= min{min{A(p)zy | p ~—>np gl |aq ~—>np rl}

= min{A(p)zy | p ~—>np q \I,‘_>np rl}

— min{A(p)z | p sy v 1} = (A- u0)(r)

The third equality is a consequence of the fact that A and 7 are
prefix-free, together with the following easily proved fact about
lexicographic ordering: (min X )y = min{zy | + € X) whenever
X is a set of pairwise prefix-free words. The fourth equality is just
associativity of minimum, and the last equality follows by the fact
that 7 is normalized and Proposition 1. O

uv\z

Forz € D* and A € S(D,Q), define xA € S(D,Q) by
(zA)(q) = z(A(q)). We say that z is a prefix of A if A = zA’
for some A’, which is equivalent to x being a prefix of every A(q).
The right action commutes with the prefix operation:

Proposition 4. Ler x € D*, then (zA) - u = x(A - u) for all
u € X"

Proof. Follows by the fact that lexicographic ordering satisfies
min{zy |y € Y} =zminY. O

Streaming simulation algorithm A streaming simulation algo-
rithm on 7 processes an input from left to right and may write zero
or more symbols to the output in each step.

Algorithm 1 (Streaming FST Simulation). Let 7 be a normalized
and prefix-free transducer, and let the input v = aiaz...an be
given. Let Ag € S(A, Q) be defined as in Proposition 2. Reading
symbol a;, compute B; = A; - a;+1. Append p; = /\qu Bi(q)
to the output stream and set A;,+1 = Bj, where the equality
B; = p; B} defines B;. When there are no more input symbols left,
append (A, -€)(g¥) to the output and return, or fail if (A, -€)(q?) =
0.

By Proposition 2, Proposition 3 and Proposition 4, the algorithm

computes [7] < (u).

4.2 A deterministic computation model

We wish to translate Kleenex programs to completely deterministic
programs without a simulation overhead.

Single-valued transducers in general, however, can only be de-
terminized if the underlying function is subsequential [10, 44], a
property which is not satisfied in general for the oracle transducers
constructed from Kleenex programs.
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We turn instead to streaming string transducers [3] (SST), a de-
terministic model of computation which generalizes subsequential
transducers by allowing copy-free updates to a finite set of word
registers. It turns out that every transducer that can be simulated by
our generalized state set algorithm can be expressed as an SST.

Definition 8 (Streaming String Transducer [3]). A deterministic
streaming string transducer (SST) over alphabets 3, A is a struc-
ture S = (X,Q,q ", F,8',6%) where

e X is a finite set of register variables;

e (Qis is a finite set of states;

e [ is a partial function @ — (A U X)* U {0} mapping each
final state ¢ € dom(F’) to a word F'(¢) € (A U X)* such that
each € X occurs at most once in F'(q);

e 5! is a transition function Q@ x ¥ — Q;

e 6% is a register update function Q@ x ¥ x X — (AU X)* such
that for each ¢ € @, a € ¥ and x € X, there is at most one
y € X such that z occurs in 6%(g, a, y).

The semantics are defined as follows. A configuration of an SST
S is a pair (q, p) where ¢ € Qs is a state, and p : Xs — A™ is
a valuation. A valuation extends as a monoid homomorphism to a
map p : (Xs UA)" — A" by setting p(z) = = for z € A. The
initial configuration is (¢, p~ ) where p~ () = e forall z € Xs.

A configuration steps to a new configuration given an input sym-
bol: 35((q, p), @) = (65(q, ), p'), where p'(z) = p(65(q, a, z)).
The transition function extends to a transition function on words d’s
by 05((q,p), €) = (g, p) and 65((q, p), au) = 65(3s((q, p), @), u).

Every SST § denotes a partial function [S] : * — A* U {0}
where for any u € X", we define

P(Fs(q) if6*((a,p )u) =
and ¢’ € dom(F’s)
otherwise

(¢’ p)
[S1(u) =

undefined

4.3 Tabulation

We need to come up with a representation of our streaming simula-
tion algorithm as an SST with a designated register used for stream-
ing output. Our representation needs to satisfy the property of being
finite state as well as the property that the output register contains
the output p1p2...p; of Algorithm 1 after reading input symbol a;.
The latter requirement means that we must somehow statically en-
code the prefix structure of all potential outputs in the states of the
SST, since SSTs cannot access the contents of registers. It turns out
that this is possible by letting the states of the SST be equivalence
classes of generalized state sets, where the equivalence relates state
sets that agree on state ordering and prefix structure.

Trees We will call a prefix-free generalized state set A an ordered
tree with node set

Na={A(p) NA(q) | p,q € Q, A(p) N A(q) # 0}.

Under this view, the leaves of A seen as a tree is the subset of
nodes L4 = {A(q) | g € Q, A(q) # 0} C Na, and the leaves are
labeled by A=! : La — 29. Since A is assumed prefix-free, we
have for any nodes x,y € N4 that z < y if and only if there is a
z € N4 such that x = y A z. In this case x is called an ancestor of
y and z, which in turn are called the descendants of z. Importantly,
the root node of any (sub)tree is the longest common prefix of its
descendants.

Example 1. We illustrate the tree interpretation as follows. Con-
sider the oracle transducer from Figure 1. Let A be the generalized
state set that maps N,,qin to € and every other state to (). Then the
state sets Ao - @ and Ao - aa can be seen as trees in the following
way:
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Aog-a: Ao -aa:
— 00— 000 {a
€¢—0=—00 {a2} \001 iaﬁ
01 {1 (=) :
1y = 10 — 100 — 1000 {a4}
10 — 100 {a4} ~
~ 1001 {as}
101 {as} w01 {1}

We will consider two generalized state sets to be equivalent if
they are indistinguishable as ordered trees.

Definition 9 (Ordered tree isomorphism). Let D1, D2 be totally
ordered and let A; € S(D1,Q) and A2 € S(D2, Q) be trees. An
ordered tree isomorphism between A; and As is a bijective map
h: Na, — Na, suchthatforall p,q € Q:

1. h(Ai(p) A Ar(q)) = Az(p) A A2(g); and
2. Ai(p) < Ai(q) if and only if A2(p) < Aa(q).

We write h : A1 = A and say that A, and As are equivalent
when h is an ordered tree isomorphism between A; and As. Tree
equivalence is preserved by the right action:

Proposition 5. If A € (D1,Q),B € (D2,Q)and h : A = B
then forall a € ¥, we have A-a = B - a.

Proof sketch. Since h is an order isomorphism and since A and B
are prefix-free, we have for all ¢ € Q) exists pq € @ and y, € A”

such that (A - a)(q) = A(pq)yq and (B - a)(q) = h(A(pq))yq-
Observe that for any n € Na., there exists g1, g2 € @ such that

n=(A-a)(q)A(A-a)(g)

_ {A(ql)(yql Ayi) i Alar) = Alae)
" ) A(q1) A A(g2)  otherwise

Furthermore, there does not exist g1,q2,71,72 € ( such that
A(q1)(Yg, A Yqe) = A(r1) A A(re), since that would imply
that A(qq) is a prefix of A(r1) and A(rz2). We define a map
h' : Na., = Np., such that for all g1, g2 € Q,

h'((A-a)(q1) A (A a)(g))

_ h(A(ql)(Z/fn A yq2)) ifA((h) = A(Q2)
h(A(q1) N A(g2)) otherwise.

This is a well-defined function by the previous observations, and a
tree isomorphism by the fact that A is a tree isomorphism. O

Canonical representatives Call a generalized set A € S(D, Q)
canonical if

1. rng(A) is prefix closed: if y € rng(A) and z =< y then
z € rng(A); and

2. rng(A) is downwards closed: if z b € rng(A) for b’ < b then
zb’ € rng(A) (for b, b’ € A).

Write S(D, Q) for the subset of canonical trees. The set is finite, as
every canonical tree A has a prefix closed node set, so the longest
word in N4 is bounded by |dom(A)| — 1 (the maximum depth of
a tree with |dom(A)| leaves).

Any tree has a canonical representative:

Proposition 6. For any set D and tree A € S(D,Q), there is a
unique C € S(N, Q) with A = C.

__ As a consequence, there is a reduction map [-] : S(D,Q) —
S(N, Q) such that A = B if and only if [A] = [B], implying that
the quotient set S(D, ))/= must be finite. Any A € S(D, Q) is
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thus canonically represented by a homomorphism h 4
N4 suchthat A = ha o [A]

In view of Proposition 5, this means that we can statically enu-
merate all possible trees up to tree isomorphism by computing with
the canonical representatives. Any concrete tree reachable by the
simulation algorithm is an instance of a canonical tree composed
with a suitable homomorphism. An SST implementing the simula-
tion algorithm can thus take the set of canonical trees as its states,
and will then need to maintain the associated homomorphism via
register updates.

: N[A] —

Paths We need to represent tree homomorphisms using SST reg-
isters such that the effect of computing right actions on the under-
lying tree can be expressed as SST updates.

For a tree A € S(D,Q), any node z € N4 has a unique
maximal decomposition z = xoZ1...Z, such thateach zoz1...x; €
N4 for all 0 < ¢ < n. Intuitively, this reflects the full path from
the root node to the node x, and we can define the map

path, : Na — N}
path 4, (z) = (zo, Zox1, ..., TOT1...Tn),

which maps nodes to their maximal path decomposition (we use the
tuple notation to distinguish between the two levels of monoids).
In view of this and the fact that homomorphisms must preserve
descendants, then for any homomorphism h : A = B there is a
unique Kp, : Na — Np such that

h(l‘) :Hh(to)ﬁh(t1)~-~/£h(tn), (D

where path,(z) = (to,t1, ..., tn). Intuitively, x can be seen as
a “differential” representation of h, representing the change of h
between a node and its immediate ancestor. By viewing x, as a map
N4 — D% which extends uniquely to a monoid homomorphism
kn : N3 — D%, we obtain h = Ky, o path 4. Considering the

unique isomorphism h4 : [A] = A, write k4 for the associated
decomposition satisfying (1), and we thus have
A = 4 o path;y o [4] 2

The path-operator is easily seen to be a tree isomorphism since
it preserves node ordering and prefix structure. That is, for any
A € S(D,Q), we have path, : A = A* where A* € S(Np, Q)
is defined by A* = path , o A. Using this notation, (2) becomes

A=FaolAf, )

SST construction We construct an SST implementing the FST
simulation algorithm and sketch a proof of its correctness.

Theorem 1. For any normalized prefix-free transducer T =
(,A,Q,q7,¢%, E), there is an SST S such that [S] = [T]<.

Proof. We define S as follows. Let Ag be defined as in Algorithm 1,

and observe that Ay € S (N, Q). The states are the canonical trees
labeled by Q:

Qs = {[A]| A€ S(A,Q)} U {Ao} C 5(N,Q),
qs (q) = Ao(q)
The registers will be identified by canonical tree nodes:
Xs = (JNe | C e s}
The final output and the transition maps are given as follows:
Fs(C) = (C* - )(d)),
55(Cya) = [C - al,

03(C,a,x) = {Hcma(x) o e N[Cd‘“]
€ otherwise
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We claim that S computes the same function as 7 under the
functional semantics.

For u € X% let (Cy, pu) refer to the value (55((q§7 ) u) =
(Ci, pi). We show that for any u € £*, we have p,, o (C¥ - ¢) =
Ao u.

Suppose that this holds. Then for any u € ¥*, we have by the
above and Proposition 2 that [S](u) = pa(Fs(Cy)) = pa o (CF
)(¢’) = (Ao - u)(¢’) = [T]<(u).

Our claim follows as a special case of the following lemma. [
Lemma 1. Let A € S(A,

Q) and p : Xs — A" such that

A = po A, Then for any u € 7 with §5(([A], p),u) = (C, ')
we have p o C* = A - u.

Proof Bylnductlon onu.Foru = awehave C' = [[A] } [A-d]
and p' = po K[a]t.q- We can easily verify that p =po /-c[ Alt.q SO

for any g € Q,

P olA-af(q) = po R, o [A-af(q)
= 5o ([A) - a)(g)

a\

= pmin{[AF(p)y | p > a 4})

. —~ a\
mln{po[A] (P)y | p ! —np ¢ L}

. a\
min{A(p)y [ p s ¢ 4} = (A-a)(q)
The second equality follows by observing that A = [A] = [A]%, so
by Proposition 5, we have A-a = [A]*-a and thus [A-a] = [[A]*-a].
Therefore, Rz, 0 [A - al® = Fpaps, o [[A]* - a]* = [A]* - a by
using the identity (3). The fourth equality is justified by the fact that
[A)¢(p) < [AJ*(q) if and only if A(p) < A(q).

For u = au’ where v’ # ¢, we have (C, p') = 65(([A-a],po
Klajt. »)- By the previous argument we can apply the induction

hypothesis, and we obtain C' = [(A-a)-u'] and p'oC* = (A-a)-u
The result then follows by Proposition 3. D

Example 2. We illustrate how the construction works by showing
how Example 1 is implemented as an SST update between states
[Ao - a] and [A - aa]. The register update is obtained by computing
K[Aq-a]t - The tree [Ag - a]* looks as follows:

(€) — (¢,0) — (€,0,00) {az}
AN (¢,0,01) {1}

(E’ T) (Ev Tv E) {a4}

(€,1,11) {as}
Recall that each node is a full path in the canonical tree [Ao - al.
The node names from N{4,.,) are overlined and elements of the
path monoid N{y ., is written (71,2, ...). The tree [Ao - af - a

looks as follows:

/

~—

G (¢,0,000 —— (£,0,00,0) {a1}
T (20,001 {as)
1) (,1,10) — (¢,1,10,0) {as}
\ (£,1,10,1) {as}

(e1,11) {1}

Note that symbols that are not overlined are output symbols from
A. The map &’ = Kiag-alt-a * Niag-aa] = (Niag.a) U D)™ gives
us the relevant SST update strings:

K'(€) = (e) #'(0) = (0,00)  #'(00) =0
K(01) = 1 W(T) = (D) #(10) = (T0)
&'(100) =0 &' (I01) =1 &' (I1) = (11)
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0—0
00+—0
a/ 0l—1
110
10—0
11—1

@(©)(1)

e (6)
e (€ _0~— (0,00)
0~ (0 00+—0
00 — (00 0l— 1
01— (01 a 1 (1)
1+ (1,10) _10 — (10)
10 — (100,0 100 — 0
11— (101,1 101 — 1

11— (11)

OIEIERY

Figure 2: Example of SST computing the same function as the oracle
transducer in Figure 1. Each transition is tagged by a register update, and
the nodes of the canonical tree identifying the destination state make up
the registers. The wide arrows exiting the accepting states indicate the final
output string. Note that this always includes the root variable (€) which
thus acts as an interface for streaming output (although for this particular
example, nothing can output until the end of the input).

translate Symbolic Oracle+Action FSTs ‘

clang pipeline B-LA LLA
/_\
’ machine code ‘ ’ C code ‘ ’ Symbolic SST+Action FST ‘
gce

inline (WwoACT)  constant propagation

Figure 3: Compilation paths. 1-LA is symbolic SST construction with
single-symbol transitions; k-LA is construction of SST with up to k sym-
bols of lookahead for some k determined by the program. The “pipeline”
translation path indicates that the resulting program keeps the oracle SST
and action FST separate, with data being piped from the SST to the FST
at runtime. The “inline” path indicates that the action FST is fused into the
oracle SST.

The full construction of an SST from the oracle transducer in
Figure 1 can be seen in Figure 2.

5. Implementation

Our implementation compiles a Kleenex program to machine code
by implementing the transducer constructions described in the ear-
lier sections. We have also implemented several optimizations to
decrease the size of the generated SSTs and improve the perfor-
mance of the generated code. We will briefly describe these in the
following section, and we note that they are all orthogonal to the
underlying principles behind our compilation.

The possible compilation paths of our implementation can be
seen in Fig. 3.

5.1 Transducer pipeline

It is possible to chain together several Kleenex programs in a
pipeline, letting the output of one serve as the input of the next. This
can for example be used to strip unwanted characters before per-
forming a transformation. By using the optional pipeline pragma,
start: ¢t1 >> ... >>t,, a programmer can specify that the entry
point is ¢1 and that the output should be chained together as spec-
ified, with the final output being that of ¢,. The implementation
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does this by spawning a process for each transducer and setting up
UNIX pipes between them.

5.2 Inlining the action transducer

When we have constructed the oracle SST we end up with two de-
terministic machines which need to be composed. We can either do
this at runtime, piping the output of the oracle SST into the action
FST, or we can apply a form of deforestation to inline the outuput
of the action FST directly in the SST (this is straightforward since
the action FST is deterministic by construction). The former ap-
proach is advantageous if the Kleenex program produces a lot of
output and is highly nondeterministic.

5.3 Constant propagation

The SSTs generated by our construction contains quite a lot of
trivial register updates which can be eliminated in order to achieve
better run-time efficiency. Consider the SST in Fig. 2, where all
registers but (0) and (1) are easily seen to have a constant known
value in each state. Eliminating the redundant registers means that
we only have to maintain two registers at run-time.

We achieve this by constant propagation: computing reaching
definitions by solving a set of data-flow constraints (see e.g. [8]).

5.4 Symbolic representation

Text transformation programs often contain idioms which have a
rather redundant representation as pure transducers. A program
might for example match against a whole range of characters and
proceed in the same way regardless of which one was matched.
This will, however, lead to a transition for each concrete character
in the generated FST, even though all transitions have the same
source and destination states.

A more succinct representation can be obtained by using a sym-
bolic representation of the transition relation by introducing transi-
tions whose input labels are predicates, and whose output labels are
terms indexed by input symbols. Replacing input labels with predi-
cates has been described first described by Watson [60]. Such sym-
bolic transducers have been developed further and have recently
received quite a bit of attention, with applications in verification
and verifiable string transformations [54, 56-58].

Our implementation of Kleenex uses a symbolic representation
for basic ranges of symbols in order to get rid of most redundan-
cies. The simulation algorithm and the SST construction can be
generalized to the symbolic case without altering the fundamental
structure, so we have elided the details of this optimization. We
refer the reader to the cited literature for the technical details of
symbolic transducers.

5.5 Finite lookahead
A common pattern in Kleenex programs are definitions of the form
token := “/abcd/ commonCase | ~/[a-z]+/ fallback

that is, a specific pattern appearing with higher priority than a
more general fallback pattern. Patterns of this form will result in
(symbolic) SSTs containing the following kind of structure:

al.. /N bl /N cl N dl
Q[”a]/... \im]/m \i["c]/“. \‘<['d]/.“

The primary case and the fallback pattern are simulated in lockstep,
and in each state there is a transition for when the common case
fails after reading 0, 1, 2, etc. symbols.

If the SST was able to look more than one symbol ahead before
determining the next state, we would be able to tabulate a much
coarser set of simulation states and do away with the fine-grained
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interleaving. For the above example, we would like a transition
structure like the following:

abcd/...
: [a-z]/...

If the first four symbols of the input are abcd, the upper transition
is taken. If this is not the case, but the first symbol is a, then the
lower transition is taken. The idea is that any string successfully
matched by the primary case will satisfy the test abcd, so if the
transition with [a-z] is taken, then the FST states corresponding
to the primary case can be removed from the generalized state set
and tabulation can continue with a simpler simulation state.

The semantics of SSTs with lookahead are still deterministic
despite the seeming overlap of patterns, as the model requires
that any pair of tests are either disjoint (no string will satisty
both at the same time), or one test is completely contained in
another (if a string satisfies the first test, it also satisfies the second).
This restriction gives a total order between tests, specifying their
priority—the most specific test must be tried first.

6. Benchmarks

We have run comparisons with different combinations of the fol-
lowing tools:

RE2, Google’s automata-based regular expression C++ library [50].

RE2], arecent re-implementation of RE2 in Java [51].

GNU AWK, GNU grep, and GNU sed, programming languages
and tools for text processing and extraction [49].

Oniglib, a regular expression library written in C++ with support
for different character encodings [33].

Ragel, a finite state machine compiler with multiple language
backends [53].

In addition, we implemented test programs using the standard
regular expression libraries in the scripting languages Perl [59],
Python [34], and Tcl [61].

Meaning of plot labels Kleenex plot labels indicate the com-
pilation path, and follow the format [<0|3>[-1a] | woACT]
[clangl|gcc]. 0/3 indicates whether constant propagation was
disabled/enabled. 1la indicates whether lookahead was enabled.
clang/gcc indicates which C compiler was used. The last part in-
dicates that custom register updates are disabled, in which case we
generate a single fused SST as described in 6.3. These are only run
with constant propagation and lookahead enabled.

Experimental setup The benchmark machine runs Linux, has 32
GB RAM and an eight-core Intel Xeon E3-1276 3.6 GHz CPU with
256 KB L2 cache and 8 MB L3 cache. Each benchmark program
was run 15 times, after first doing two warm-up rounds. Version
numbers of libraries, etc. are included in the appendix. All C and
C++ files have been compiled with -03.

Difference between Kleenex and the other implementations Un-
less otherwise stated, the structure of all the non-Kleenex imple-
mentations is a loop that reads input line by line and applies an
action to the line. Hence, in these implementations there is an in-
terplay between the regular expression library used and the external
language, e.g., RE2 and C++. In Kleenex, line breaks do not carry
any special significance, so the multi-line programs can be formu-
lated entirely within Kleenex.

Ragel optimization levels Ragel is compiled with three different
optimization levels: T1, F1, and G2. “T1” and “F1” means that
the generated C code should be based on a lookup-table, and “G2”
means that it should be based on C goto statements.
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Figure 4: £1ip_ab run on lines with average length 1000.

Kleenex compilation timeout On some plots, some versions of
the Kleenex programs are not included. This is because the C
compiler has timed out (after 30 seconds). As we fully determinize
the transducers, the resulting C code can explode in some cases.
This is a an area for future improvement.

6.1 Baseline

The following three programs are intended to give a baseline im-
pression of the performance of Kleenex programs.

flip_ab The program flip_ab swaps “a”s and “b”s on all its
input lines. In Kleenex it looks like this:

main := ("b" “/a/ | "a" “/b/ | /\n/)*

We made a corresponding implementation with Ragel, using
a while-loop in C to get each new input line and feed it to the
automaton code generated by Ragel.

Implementing this functionality with regular expression li-
braries in the other tools would be an unnatural use of them, so
we have not measured those.

The performance of the two implementations run on input with
an average line length of 1000 characters is shown in Figs. 4.

patho2 The program patho2 forces Kleenex to wait until the
very last character of each line has been read before it can produce
any output:

main := (("/[a-z]*a/ | /[a-z]l*b/)? /\n/)+

In this benchmark, the constant propagation makes a big differ-
ence, as Fig. 5 shows. Due to the high degree of interleaving and
the lack of keywords, in this program the look-ahead optimization
to reduces overall performance.

This benchmark was not run with Ragel because Ragel requires
the programmer to do all disambiguation manually when writing
the program; the C code that Ragel generates does not handle
ambiguity in a predictable way.

6.2 Rewriting

Thousand separators The following Kleenex program inserts
thousand separators in a sequence of numbers:

main (num /\n/)*
num digit{1,3} ("," digit{3})*
digit := /[0-9]/

PREPRINT
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Figure 5: patho2 run on lines with average length 1000.

thousand_sep (numbers_250mb.txt 238.42 MB)
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Figure 6: Inserting thousand separators on random numbers with average
length 1000.

We evaluated the Kleenex implementation along with three other
implementations using Perl, and Python. The performance can be
seen in Fig. 6. Both Perl and Python are significantly slower than
all of the Kleenex implementations; this is a problem that is tricky
to formulate with normal regular expressions (unless one reads the
input right-to-left).

CSVrewriting The program csv_project3 deletes columns two
and five from a CSV file:

main := (row /\n/)x*

col :=/[",\nl*/

row := “(col /,/) col "\t" ~/,/ ~(col /,/)
“(col /,/) col ~/,/ “col

Various specialized tools exist that can handle this transforma-
tion are included in Fig. 7; GNU cut is a command that splits its
input on certain characters, and GNU AWK has built-in support for
this type of transformation.

Apart from cut, which is really fast for its own use-case, the
Kleenex implementation is the fastest. The performance of Ragel is
slightly lower, but this is likely due to the way the implementation
produces output: In a Kleenex program, output strings are automat-
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csv_project3 (csv_formatl_250mb.csv 238.42 MB)
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Figure 7: csv_project3 reads in a CSV file with six columns and outputs
columns two and five. “gawk” is GNU AWK that uses the native AWK way
of splitting up lines. “cut” is a command from GNU coreutils that splits up
lines.

ically put in an output buffer which is flushed routinely, whereas a
programmer has to manually handle buffering when writing a Ragel
program.

IRC protocol handling The following Kleenex program parses
the IRC protocol as specified in REC 2812.* It follows roughly the
output style described in part 2.3.1. Note that the Kleenex source
code and the BNF grammar in the RFC are almost identical. Fig. 8
shows the throughput on 250 mb data.

main := (message | "Malformed line: " /["\r\nl*\r?\n/)x*
message := (7/:/ "Prefix: " prefix "\n" ~/ /)7
"Command: " command "\n"
"Parameters: " params? "\n"
“crlf
command := letter+ | digit{3}
prefix := servername
| nickname ((/!/ user)? /@/ host )?
user := /["\n\r @]/+ // Missing \x00
middle := nospcrlfcl ( /:/ | nospcrlfcl )*
params := (7/ / middle ", "){,14} ( °/ :/ trailing )?
( °/ / middle ){14} ( / / /:/? trailing )7
trailing := (/:/ | / / | nospcrlfcl)x*
nickname := (letter | special)
(letter | special | digit){,10}
host := hostname | hostaddr
servername := hostname
hostname := shortname ( /\./ shortname)x*
hostaddr := ip4addr
shortname := (letter | digit) (letter | digit | /-/)*
(letter | digit)=*
ipdaddr := (digit{1,3} /\./ ){3} digit{1,3}

6.3 With or without action-separation

One can choose to use the machine resulting in combining the
oracle and the action machine when compiling Kleenex. Doing
so results in only one process doing both the disambiguation and
outputting, which in some cases is faster and in other slower.
Figs. 7, 9, and 11 illustrate both situations. It depends on the
structure of the problem whether it pays off to split up the work in
two processes; if all the work happens in the oracle and the action

“https://tools.ietf.org/html/rfc2812
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Figure 8: Throughput when parsing 250 MiB random IRC data.

machine nearly does not do anything, then the added overhead
incurred by the process context switches becomes noticeable. On
the other hand, in cases where both machines do much work, the
fact that two CPU cores can be utilized speeds up the program.
This would be more likely if Kleenex had support for actions which
could perform arbitrary computation, e.g. in the form of embedded
C code.

7. Use cases

In this section we will briefly touch upon various interesting use
cases for Kleenex.

JSON logs to SOL We have implemented a Kleenex program
(code in Appendix) that transforms a JSON log file into an SQL
insegt statement. The program works on the logs provided by Is-
suu.

The Ragel version we implemented outperforms Kleenex by
about 50% (Fig. 9), indicating that further optimizations of our SST
construction should be possible.

Apache CLF to JSON The Kleenex program below rewrites
Apache CLF® log files into a list of JSON records:

main := "[" loglines? "]\n"

loglines := (logline "," /\n/)* logline /\n/

logline := "{" host “sep “userid “sep “authuser sep
timestamp sep request sep code sep
bytes sep referer sep useragent "}"

host := "\"host\":\"" ip "\""

userid := "\"user\":\"" rfc1413 "\""

authuser := "\"authuser\":\"" /[~ \n]+/ "\""

timestamp := "\"date\":\"" “/\[/ /["\n\11+/ ~/1/ "\""

request := "\"request\":" quotedString

code := "\"status\":\"" integer "\""

bytes := "\"size\":\"" (integer | /-/) "\""

referer := "\"url\":" quotedString

useragent := "\"agent\":" quotedString

ws := /[\t ]+/

sep :="," “ws

quotedString := /"([""\n] |[\\")*"/

5 The line-based data set consists of 30 compressed parts and part one
is available from http://labs.issuu.com/anodataset/2014-03-1.
json.xz

®https://httpd.apache.org/docs/trunk/logs . html#common
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Figure 9: The speeds of transforming JSON objects to SQL INSERT state-
ments using Ragel and Kleenex.
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Figure 10: Speed of the conversion from the Apache Common Log Format
to JSON.

integer := /[0-9]+/
ip := integer (/\./ integer){3}
rfcl1413 := /-/

This is a re-implementation of a Ragel program.” Fig. 10 shows
the benchmark results. The versions compiled with clang are not
included, as the compilation timed out after 30 seconds. Curiously,
the non-optimized Kleenex program is the fastest in this case.

ISO date/time objects to JSON Inspired by an example in [26],
the program iso_datetime_to_json (code in Appendix) converts
date and time stamps in an ISO standard format to a JSON object.
Fig. 11 shows the performance.

URL parsing Kleenex allows one to naturally follow the URL
specification given in RFC1738.% We implemented a URL parser
by directly following the BNF-grammar in the RFC; its code can
be found in the Appendix.

"https://engineering.emcien.com/2013/04/
5-building-tokenizers-with-ragel
8http://www.ietf.org/rfc/rfci1738.txt
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Figure 11: The performance of the conversion of ISO time stamps into
JSON format.

Syntax highlighting Kleenex can used to write syntax high-
lighters in; in fact, the Kleenex syntax in this paper was highlighted
with a Kleenex program. The code for a version that emits ANSI
color codes is included in the Appendix.

HTML comments The following Kleenex program finds HTML
comments with basic formatting commands and renders them in
HTML after the comment. For example, <!-- doc: *Hellox
world --> becomes <!-- doc: *Hello* world --><div>
<b>Hello</b> world </div>.

main := (comment | /./)*
comment := /<!-- doc:/ clear doc* lorig /-->/
"<div>" lrender "</div>"
doc := “/\x/ t@/["*1x/ ~/\x/
[ Orig += ||*|| t ||*|| ] [ render += ||<b>" t ll</b>ll ]
| te/./ [ orig += t ] [ render += t ]
clear := [ orig <- "" ] [ render <- "" ]

8. Related Work

We discuss related work in the context of current and future work.

8.1 Regular expression matching

Regular expression matching has different meanings in the litera-
ture.

For acceptance testing, which corresponds to classical automata
theory, Bille and Thorup [11] improve on Myers’ [37] log-factor
improved RE-membership testing of classical NFA-simulation,
based on tabling. They design an O(kn) algorithm [12] with word-
level parallelism, where £ < m is number of strings occurring in
an RE. The tabling technique may be promising in practice; the
algorithms have not been implemented and evaluated empirically,
though.

In subgroup matching as in PCRE [29], an input is not only
classified as accepting or not, but a substring is returned for each
sub-RE in an RE designated to be of interest. Subgroup match-
ing is often implemented by backtracking over alternatives, which
yields the greedy match.’ It may result in exponential-time be-
havior, however. Consequently, considerable human effort is ex-
pended to engineer REs to perform well. REs resulting in expo-
nential run-time behavior are used in algorithmic attacks, leading

9 Committing to the left alternative before checking that the remainder of
the input is accepted is the essence of parsing expression grammars [22].
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to proposals for countermeasures to such attacks by classifying
REs with slow backtracking performance [42, 46], where the coun-
termeasures in turn appear to be attackable. Even in the absence
of inherently hard matching with backreferences [1], backtracking
implementations with avoidable performance blow-ups are amaz-
ingly wide-spread. This may be due to a combination of their good
best-case performance and PCRE-embellishments driven by use
cases. Some submatch libraries with guaranteed worst-case linear-
time performance, notably RE2 [50], are making inroads, however.
Myers, Oliva and Guimaraes [36] and Okui, Suzuki [41] describe
a O(mn), respectively O(m?n) POSIX-disambiguated matching
algorithms. Sulzmann and Lu [47] use Brzozowski [17] and An-
timirov derivatives [7] for Perl-style subgroup matching for greedy
and POSIX disambiguation.

Full RE parsing generalizes submatching: it returns a list of
matches for each Kleene-star, also for nested ones. Kearns [32],
Frisch and Cardelli [23] devise 3-pass linear-time greedy RE pars-
ing; they require 2 passes over the input, the first consisting of re-
versing the entire input, before generating output in the third pass.
Grathwohl, Henglein, Nielsen, Rasmussen devise a two-pass [27]
and an optimally streaming [28] greedy regular expression parsing
algorithm. Streaming guarantees that line-by-line RE matching can
be coded as a single RE matching problem. Sulzman and Lu [48]
remark that POSIX is notoriously difficult to implement correctly
and show how to use Brzozowski derivatives [17] for POSIX RE
parsing;

There are specialized RE matching tools and techniques too
numerous to review comprehensively. We mention a few employ-
ing automaton optimization techniques applicable to Kleenex, but
presently unexplored. Yang, Manadhata, Horne, Rao, Ganapathy
[62] propose an OBDD representation for subgroup matching and
apply it to intrusion detection REs; the cycle counts per byte appear
a bit high, but are reported to be competitive with RE2. Sidhu and
Prasanna [45] implement NFAs directly on an FPGA, essentially
performing NFA-simulation in parallel; it outperforms GNU grep.
Brodie, Taylor, Cytron [14] construct a multistride DFA, which pro-
cesses multiple input symbols in parallel, and devise a compressed
implementation on stock FPGA, also achieving very high through-
put rates. Likewise, Ziria employs tabled multistriding to achieve
high throughput [25]. Navarro and Raffinot [39], show how to code
DFAs compactly for efficient simulation.

8.2 Ambiguity

REs may be ambiguous, which is irrelevant for acceptance test-
ing, but problematic for submatching and parsing since the output
depends on which amongst possibly multiple matches is to be re-
turned. Briiggemann-Klein [15] provides an efficient O(m?) RE
ambiguity testing algorithm. Vansummeren [55] illustrates differ-
ences between POSIX, first/longest and greedy matches. Colcom-
bet [18] analyzes notions of (non)determinism of automata.

8.3 Transducers

From RE parsing it is a surprisingly short distance to the implemen-
tation of arbitrary nondeterministic finite state transducers (NFSTs)
[10, 35]. In contrast to the situation for automata, nondeterministic
transducers are strictly more powerful than deterministic transduc-
ers; this, together with observable ambiguity, highlights why RE
parsing is more challenging than RE acceptance testing.

As we have seen, efficient RE parsing algorithms operate on
arbitrary NFAs, not only those corresponding to REs. Indeed, REs
are not a particularly convenient or compact way of specifying
regular languages: they can be represented by certain small NFAs
with low tree-width, but may be inherently quadratically bigger
even for DFAs [20, Theorem 23]. This is why Kleenex employs

PREPRINT

context-free grammars restricted to denote regular languages, with
embedded output actions, to denote NFSTs.

We have shown that NFSTs, in particular unambiguous NFSTs,
can be implemented by a subclass of streaming string transduc-
ers (SSTs). SSTs extensionally correspond to regular transductions,
functions implementable by 2-way deterministic finite-state trans-
ducers [3], MSO-definable string transductions [21] and a combina-
tor language analogous to regular expressions [5]. The implemen-
tation techniques used in Kleenex appear to be directly applicable
to all SSTs, not just the ones corresponding to NFSTs.

Allender and Mertz [2] show that the functions computable
by register automata, which generalize output strings to arbitrary
monoids, are in NC and thus inherently parallelizable. This is
achievable by performing relational NFST-composition by matrix
multiplication on the matrix representation of NFSTs [10], which
can be performed by parallel reduction. This is tantamount to run-
ning an NFST from all states, not just the input state, on input string
fragments. Mytkowicz, Musuvathi, Schulte [38] observe that there
is often a small set of cut states sufficient to run each NFST. This
promises to be an interesting parallel harness for a suitably adapted
Kleenex implementation running on fragments of very large inputs.

Veanes, Molnar, Mytkowics [58] employ symbolic transducers
[13, 19, 57] and a data-parallel intermediate language in the imple-
mentation of BEK for multicore execution.

9. Conclusions

We have presented Kleenex, a convenient language for specifying
nondeterministic finite state transducers; and its compilation to
machine code representations of streaming state transducers, which
emit the output

Kleenex is comparatively expressive and performs consistently
well—for complex regular expressions with nontrivial amounts of
output almost always better in the evaluated use cases—vis-a-vis
text processing tools such as RE2, Ragel, grep, AWK, sed and RE-
libraries of Perl, Python and Tcl.

We believe Kleenex’s clean semantics, streaming optimality,
algorithmic generality, worst-case guarantees and absence of tricky
code and special casing provide a useful basis for

e extensions to deterministic visible push-down automata, re-
stricted versions of backreferences and approximate/probabilis-
tic matching;

e known, but so far unexplored optimizations, such as multi-
character input processing, automata minimization and sym-
bolic representation, hybrid NFST-simulation/SST-construction
(analogous to NFA-simulation with NFA-state set memoization
to implement on-demand DFA-construction);

e massively parallel (log-depth, linear work) input processing.
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Supplementary material

1. Benchmarks and use cases

Version numbers of tools, libraries, etc.:

Name Version
gce 4.8.4
clang 3.5.0
Perl 5.20.1
Python 2.7.9
Tel 8.6.3
GNU AWK 4.0.2
GNU grep 2.21
GNU sed 4.2.1

GNU coreutils ~ 8.21
Oniguruma 5.9.6

RE2 GitHub: bdb5058
RE2J 1.0

Ragel 6.9

DRex 20150114

2. Example programs

rot13 The rot13 program shifts letters in the English alphabet
by 13 places. In Kleenex it can be implemented as follows:

main := (r13 | /./)*

r13 = “‘/a/ llnll | “‘/b/ IIOH | “‘/C/ llp!l | “‘/d/ llq
| '“’/e/ llrll l '“’/f/ IISII l '“’/g/ "t“ I '“’/h/ llu|l
| =/i/ "v" | ~/3/ ™" | ~/kx/ "x" | ~/1/ "y"
| “‘/m/ llzll | “‘/n/ lla|l | “‘/O/ llb!l | “‘/p/ IICH
| "‘/q/ lldll l "/r/ llell l "/S/ llf“ l "/t/ llgu
| “‘/u/ llh!l | "'/V/ lli!l | "'/w/ llj!l | "'/X/ llk!l
| ~/y/ "o ~/z/ "m"

INI file to JSON  Consider the task of rewriting an INI file to an
equivalent JSON dictionary that contains entries for each configu-
ration group. This can be expressed in Kleenex, and Fig. 2 shows
the performance numbers.

BibTeX rewriting The following are all re-implementations of
some of the test programs used in DReX.
This program deletes line comments:

[Copyright notice will appear here once ’preprint’ option is removed.]

PREPRINT

rotl3 (random_250mb.txt 238.42 MB)
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Figure 1: The speed of the rot13 program. The choice of C compiler and
the constant propagation make a big difference.

("/\/\// "line | line)=*
/["\nl*\n/

main
line

This program strips out all tags from an XML file:

//Concatenate all XML tags, ignore things in between.
main := (tag | “/./)*
tag = /<[">]*x>/

This program shifts the title field in a BibTeX file to the entry
one position up:

// Moves all title entries up to the previous entry
// in a bibtex file. The last entry is deleted.

// Uncomment to also swap title to the top
//start: align >> swap
start: align
align := head@header field* foot@footer
( 'head head@header put_rest fieldx*
'title !foot foot@footer)x*
swap := (header field* !title put_rest footer)*
field := title@(sp /title/ sp /=/ sp /\{["}]*},7\n/)
| f@(sp word sp /=/ sp /\{["}1*},7\n/) [ rest += f ]
header /@/ word sp /\{/ sp alnum /,\n/
footer /}/ (spl/\n/)*
put_rest := !rest [ rest <- "" ]
word := /[A-Za-z_]+/
alnum := /[A-Za-z0-9_1+/
sp := /[ \tl/*
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/* Takes a FASTA file and counts how often each of the following patterns
occur in the DNA sequences.

© 0o ~NOODWN -

agggtaaaltttaccct
[cgtlgggtaaaltttaccclacg]
alact]lggtaaaltttacc[agt]t
aglact]gtaaaltttac[agt]ct
agglactltaaaltttalagtlcct
aggglacglaaaltttcgtlccct
agggt[cgtlaaltt[acglaccct
agggtalcgt]alt[acgltaccct
agggtaalcgt] | [acglttaccct

Output is given in unary representation, counting how many matches each of these patterns has.

*/

start: init >> corel >> core2 >> core3 >> cleanup

init

:= filter addCounts

// Filter out sequence identifiers + newlines

filter

:= (sequenceldent | “/\n/ | /./)*

// for now we ignore the sequence separation

sequenceldent :=

// Add counters for

addCounts := "\n"

"[type 1: 1\n"

"[type 2: I\n"

"[type 3: ]1\n"

"[type 4: ]\n"

"[type 5: 1\n"

"[type 6: ]\n"

"[type 7: I\n"

"[type 8: ]1\n"

"[type 9: ]\n"
a := "/[aAl/
c “/[cCl/
g := "/[gGl/
t = 7/ [tT]/
corel := (seql | seq2 | seq3 | /./)*
core2 := (seq4 | seq5 | seq6 | /./)*
core3 := (seq7 | seq8 | seq9 | /./)*
seql = (agggtaaaltttaccct) [a<-a"i"] | /type 1: / la
seq2 := ((clglt) gggtaaal tttaccc (alclg)) [b<-b "1"] | /type
seq3 := (a (alclt) ggtaaal tttacc (alglt) t) [c <-c "1"] | /type
seq4 :=(ag (alclt) gtaaal tttac (alglt) ct) [d<-4d"1"] | /type
seq5 = (agg (alclt) taaal ttta(alglt) cct) [e<-e "1"] | /type
seq6 = (aggeg (alclg) aaal ttt (clglt) ccct) [f <- £ "1"] | /type
seq7 :=(agggt (clglt) aal tt (alclg) accct) [g<-g"1"] | /type
seq8 :=(agggta(clglt) al t (alclg) t accct) [h<h "1"] | /type
seq9 = (agggtaa(clglt) | (alclg) ttaccct) [1<=1i"1"] | /type
cleanup := “/["[1%/ /.*/

Figure 10: The regex-dna benchmark from http://benchmarksgame.

PREPRINT 2

/>N

nl*/

all 9 types at the end of the file

'b
lc
'd
le
'f

'h
'i
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N NN NN NN N

alioth.debian.org/
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start: stripini >> ini2json

// Strips the comments
stripini := (“comment | “blank | /[~\n]l*\n/)*

comment := ws /;["\n]x/
blank := ws /\n/

// Convert the stripped file

ini2json := "{\n" sections "}\n"
sections := (section "," /\n/)* section /\n/
section :=

ind "\"" header "\": {\n" ("/\n/ keyvalues)? ind "}"
header := “ws “/\[/ /["\n\llx/ ~/1/ ~“ws

keyvalue := ind ind key ": " “/=/ value
keyvalues := (keyvalue "," /\n/)* keyvalue "\n"

key := “ws "\"" /["; \t=\[\nlx/ "\"" “ws

value := “ws /"["\nl*"/ “ws
| “ws "\"" escapedValue "\"" “ws
1200 ini2json (inifile_25mb.ini 23.84 MB) escapedValue := (7/\\/ "\\\\" | =/"/ "\\\"" | /["\nl/)*
ws := /[ \tl*/
1,000- ind := " "
800 - (a) Kleenex program
" rint "{\l’l"'
2 600- P ’
=
my $firstSection = 1;
400f my $firstKeyValuePair = 1;
my $ind = " H
200-
while (my $line = <>) {
s <9--(\%.&- oy e &- next if ($line =~ qr/~\s*;| \s*$/);
& P % P %P 1@ @ X > ¢S
’\QQ'QQ:‘-‘\@‘ A & +,\'bo,*”>z+ Q A . _
S @”:\ow e @o S if (my ($heading) =

& $line =" qr/ \s*\[(["\n\11%)\1\s*$/) {
print "\n$ind},\n" unless $firstSection;
$firstSection = 0;

$firstKeyValuePair = 1;

print "$ind\"$heading\": {";

next;

}

Figure 2: Speed of transforming roughly 25 megabytes of INI-file to a
JSON-format.

if (my ($key, $value) = $line =~
qr/"\s*([7;\s=\[1*) \s*=\s*(["\n]*7) \s*$/) {
unless ($value =~ qr/"".*"$/) {
$value =~ s/\\/\\\\/g;
$value =" s/"/\\"/g;
$value = qq{"$value"};
}

print "," unless ($firstKeyValuePair);
$firstKeyValuePair = 0;
print qq{\n$ind$ind"$key": $value};
}
}

print "\n$ind}" unless $firstSection;
print "\n}\n";

(b) Perl program

Figure 3: The Kleenex source for the INI to JSON transformation. Below is

PREPRINT 3 the Perl implementation for comparison. 2015/7/10



main := ( escape | comment | term
| symbol | ignored | ws* )x*
term := black /~/ (constant | match | ident) end
| (teal constant | yellow match | blue ident) end
ignored := /[0 I{},:[1/

// Kleenex program to transform datetime corresponding to
= (letter | /[0-9_1/)+

// the xml schema "datetime" object. Outputs a JSON-like formifient

// More or less completely taken from symbol  := yellow /<-|\+=]:=[>>|\*[\7|\+/ end
// "Regular Expressions Cookbook", p. 237. constant := /"/ C /\\./ | /["\\"1/ )x /"/
start: dateTimes comment := black ( /\/\/["\nl*\n/

I /\N/\*["*\/1x\*\// ) end
dateTimes := (dateTime ~/\n/)+ match = /\// C/0°\/\nl/ | /\\./7 Y+ /\//
dateTi o= u{; r=on ~/_/ non escape := /\\\\/
atelime : year year /=/ | blue /\\x[0-9a-fA-F]1{2}/ end

", ’month’=’" month ~/-/ "’" | /\\[tar]/

", ’day’=’" day ~/T/ "o sp i= / /*

BENMECEEES hours "/:/ [ letter := /[a-zA-Z]/

", ’minutes’=’" minutes ~/:/ "’" word := letter+

", ’seconds’=’" seconds "’" ws := /[\t\r\n 1/

", ’tz’=’" timezone "’" red  := "\x1b[31m"

"Fn" green := "\x1b[32m"
year := /(2:[1-91[0-91%)7[0-91{4}/ T
month := /1[0-2]|0[1-91/ end  := "\x1b[39;49m"
day = /3 [0_1] |0[1_9] I [1_2] [0_9]/ black := "\le [30111"
hours := /2[0-3]|[0-1][0-9]/ teal := "\x1b[36m"

minutes := /[0-5][0-9]/
seconds := /[0-5][0-9]/
timezone := /Z|[+-1(7:2[0-3]|[0-1]1[0-91):[0-5][0-91/ Figure 6: A Kleenex program that highlights Kleenex syntax and emits
ANSI color codes. A modified version of this was used to highlight the

code in this paper.
Figure 4: The Kleenex source for iso_datetime_to_json.

main :=
"INSERT INTO issuu_log (ts, visitor_uuid, "
"visitor_useragent, visitor_country) VALUES\n"
json2sql

json2sql := object ",\n" ws json2sql
| object ";\n" ws

object := "(" “/\{/ ws keyVals ws ~/}/ ")"
keyVals := (ws keyVal)+
1.800- dfamail (emails_100mb.txt 96.37 MB)
' keyVal :=
1,600 “/"ts"/ sep somelnt keepComma
1400 | ~/"visitor_uuid"/ sep stringReplaceQuotes keepComma
i | “/"visitor_useragent"/ sep stringReplaceQuotes keepComma
1,200- | “/"visitor_country"/ sep stringReplaceQuotes dropComma
| fb
1 1,000-
2 800 fb := “(/"/ someString /"/ sep ( /"/ someString /"/
| somelInt
600r- ) (dropComma | ""))
400-
200- stringReplaceQuotes := gt someString qt
0 -- qt := "’" “/"/ // replace double with single quote
S & S & o & & & o) & sep = ws ~/:/ ws
& & & & & & & &
Q,\i’(} +°'\,b +°<) @*’Q ",»\7'0 qsk i +’5'\’o o i +’b<> we“'o’ someString := /[""\nl*/
& ¢ & & ¢ somelnt := /-7[0-9]*/
< ¥ someNumber := someInt /\./ somelnt

Figure 5: The Kleenex implementation of email with an added ~ on the
entry-level name yields a degenerated SST without any output buffers
which is a DFA.

PREPRINT

contryCode := /[A-Z1{2}/
// Skip whitespace

ws := "/[ \nlx/
keepComma := ws /,/
dropComma := ws ~/,/

Figure 7: The code for the Issuu JSON log file to SQL transformation.
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[c] {
compiler=gcc et {
flags=-Wall -03 "compiler": "gcc",
"flags": "-Wall -03"
[haskell] },
compiler = ghc "haskell": {
flags = "compiler": "ghc",
llflags n . nn
}
}

Figure 8: An example of the INI to JSON transformation.

// Parses a list of RFC1738 generic URLs.
// https://www.ietf.org/rfc/rfcl738.txt

main := (genericurl /\n/)*
genericurl := scheme “/:/ schemepart
scheme := "Scheme: " /[a-z0-9.+-]+/ "\n"
schemepart := ip_schemepart

| "Scheme-part: " xchars "\n"
ip_schemepart := “/\/\// login ("/\// urlpath)?

login := (user (7/:/ password)? ~/@/)? hostport
hostport := host (/:/ port)?

host := "Host: " (hostname | hostnumber) "\n"

hostname := domainlabels toplabel

domainlabels := (domainlabel /\./)*

domainlabel := alphadigit (alphadashdigits alphadigit)?
toplabel := alpha (alphadashdigits alphadigit)?
alphadashdigits := (alphadigit | /-/)*

alphadigit := alpha | digit

hostnumber := digits (/\./ digits){3}

port := "Port: " digits "\n"

user := "User: " userstr "\n"

password := "Password: " userstr "\n"
userstr := (uchar | /[;7&=]/)*

urlpath := "Path: " xchars "\n"

xchars := xchar*

alpha 1= /[a-zA-Z1/

digit  := /[0-9]/

digits := /[0-9]+/

safe 1= /[$_.+-1/

extra = /0% 0,1/

reserved := /[;\/7:0&=]/

escape := /%[0-9A-Fa-£]1{2}/
unreserved := alpha | digit | safe | extra
uchar := unreserved | escape

xchar := unreserved | reserved | escape

Figure 9: RFC1738 generic URL parser in Kleenex

PREPRINT
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Mbit/s

drex_del-comments (comments_2mb.txt 2.05 MB)
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